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Plexus Sys3 UNIX Programmer’s Manual -- voi 2C

PREFACE

This manual contains a collection of documents that describe specific aspects of the UNIX*
operating system. These include descriptions of special utilities developed at the University of
California at Berkeley including the C shell, edit, ex, and vi.

Additional documents describing the operating system, document preparation tools, and
language tools may be found in the Plexus Sys3 UNIX Programmer’'s Manual -- vol 2A (Plexus
publication #98-05036). Documents describing programming, language, administrative and
maintenance tools are collected in the Plexus Sys3 UNIX Programmer’'s Manual -- vol 2B
(Plexus publication #98-05037).

Both these volumes (2A and 2B) should be used as supplementary documents for the Plexus
Sys3 UNIX Programmer’s Manual -- vol 1A (Plexus publication #98-05045), and Plexus Sys3
UNIX Programmer’s Manual -- vol 1B (Plexus publication #98-05046), the basic reference
manual for the operating system.

Comments
Please address all comments concerning this manual to:

Plexus Computers, Inc.
Technical Publications Depit.
2230 Martin Ave.

Santa Clara, CA 95050
408/988-1755

Revision History
Plexus publication number 98-05047.1 was the first edition.

This edition (98-05047.2) is typeset, and corrects some minor errors.

-

UNIX is a trademark of AT&T Bell Laboratories. Plexus Computers, Inc. is licensed to distribute UNIX under the
authority of AT&T.
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An Introduction to the C Shell

ABSTRACT

Csh is a new command language interpreter for UNIX systems. It incor-
porates good features of other shells and a history mechanism similar to the
redo of INTERLISP. While incorporating many features of other shells that make
writing shell programs (shell scripts) easier, most of the features unique to csh
are designed more for the interactive UNIX user.

UNIX users who have read a general introduction to the system will find a
valuable basic explanation of the shell here. Simple terminal interaction with
csh is possible after reading just the first section of this document. The second
section describes capabilities that you can explore after you have become more
acquainted with the shell. Later sections introduce features that are useful, but
not necessary for all users of the shell.

Back matter includes an appendix listing special characters of the shell
and a glossary of terms and commands introduced in this manual.

May 17, 1984






An Introduction to the C Shell

Introduction

A shell is a command language interpreter. Csh is the name of one particularly useful
command interpreter on UNIX. The primary purpose of csh is to translate command lines typed
at a terminal into system actions, such as invocation of other programs.

This document has four sections. The first two describe how to form command lines to the
shell; these sections are written for people who will use the shell from a terminal, but will not
necessarily write shell scripts. Section 1 describes the basics; Section 2 details more advanced
features. The third section is directed toward those who wish to use the programming facilities
of the shell to write shell scripts. The fourth section describes miscellaneous and less used
features of the shell.

In addition to this document, you need access to the Plexus Sys3 UNIX Programmer’s
Manual -- vol 1. The csh entry in that manual provides a full description of all features of the
shell and is a final reference for questions about the shell.

Many words in this document are shown in italics. These are important words: names of
commands, and words that have special meaning in discussing the shell and UNIX. Many of the
words are defined in a glossary at the end of this document. If you don't know what a word
means, you should look for it in the glossary.

Acknowledgements
This document is based on An introduction to the C shell by William Joy.



-2.

1. USING THE SHELL FROM THE TERMINAL

1.1. The Basic Notion of Commands

A shell in UNIX acts mostly as a medium through which other commands are invoked.
While it has a set of built-in commands, which it performs directly, most useful commands are,
in fact, external to the shell. The shell is thus distinguished from the command interpreters of
other systems both by the fact that it is just a user program, and by the fact that it is used
almost exclusively as a mechanism for invoking other programs.

Commands in the UNIX system expect a list of strings or words as arguments. Thus the
command

mail bill

consists of two words. The first word, ‘mail’, names the command to be executed, in this case
the mail program, which sends messages to other users. The shell uses the name of the com-
mand in attempting to run it. It looks in a number of directories for a file with the name mail
and expects the file called “mail” to contain the mail program.

The rest of the words of the command are given to the command itself to execute. In this
case the word bill is also specified; this is interpreted by the mail program to be the name of a
user to whom mail is to be sent.

For example, Chris can send mail to Bill as follows.

% mail bill
| have a question about the csh documentation.
My document seems to be missing page 5.
Does a page five exist?

Chris
%

Here Chris typed a message to send to bill and ended this message with a control-d,
which sent an end-of-file to the mail program. The mail program then transmitted the message.
The characters ‘% ' (per cent sign followed by space) were printed before and after the mail
command by the shell to indicate that the shell was awaiting input.

After typing the ‘% ' prompt, the shell reads command input from the terminal. Chris typed
a complete command ‘mail bil’. The shell then executed the mail program with argument bill
and went dormant waiting for it to complete. The mail program then read input from the terminal
until Chris signalled an end-of-file, after which the shell noticed that mail had completed. It sig-
naled Chris that it was ready to read from the terminal again by printing another ‘% ' prompt.

This is the essential pattern of all interaction with uNIx through the shell. A complete com-
mand is typed at the terminal, the shell executes the command and when this execution com-
pletes, the shell prompts for a new command. If you run the editor for an hour, the shell will
patiently wait for you to finish editing and obediently prompt you again whenever you finish edit-
ing.

1.2. Flag Arguments

A useful notion in UNIX is that of a flag argument. While many arguments to commands
specify file names or user names, some arguments specify optional capabilities of commands.
By convention, such arguments begin with the character . Thus the command

Is
produces a list of the files in the current directory. The option -s is the size option, and
Is -s

causes /s to also give, for each file, the size of the file in blocks of 1024 characters. The
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manual page for each command in the Plexus Sys3 UNix Programmer’s Manual gives the avail-
able options for each command. The /s command has many useful and interesting options.
Most other commands have either no options or only one or two options. It is hard to remember
options of commands that are not used very frequently, so most UNIX utilities perform only one
or two functions rather than having a large number of hard-to-remember options.

1.3. Output to Files

The concepts of standard input and standard output are very important in UNIX. The
default for both is the terminal; this means that unless you tell UNIX otherwise, UNIX expects to
receive input for its commands from the terminal and send output of commands to the terminal.
But often you want to read input from or write output to files rather than simply taking input and
output from the terminal. The shell provides simple ways to accomplish this.

Thus suppose we wish to save the current date in a file called ‘now’. The command
date

prints the current date on our terminal. This is because our terminal is the default standard out-
put for the date command and the date command prints the date on its standard output. The
shell lets us redirect the standard output of a command through a notation using the metachar-
acter ‘>’ and the name of the file where output is to be placed. Thus the command

date > now

runs the date command such that its standard output is the file ‘now’ rather than our terminal.
Thus this command places the current date and time in the file ‘now’. Note that the date com-
mand is unaware that its output is going to a file rather than to our terminal. Date sends its
results to standard output, however that standard output is currently defined--terminal or file or
other device or whatever. The shell performed this redirection before the command began exe-
cuting.

Note also that the file ‘now’ need not have existed before the date command was exe-
cuted; the shell would have created the file if it did not exist. And if the file did exist? If it had
existed previously, these previous contents would have been discarded! A C-shell option
noclobber exists to prevent this from happening accidentally; it is discussed in section 2.2.

1.4. Metacharacters in the Shell

The shell has a large number of special characters (like ‘>") that indicate special func-
tions. We say that these notations have syntactic and semantic meaning to the shell. In gen-
eral, most characters that are neither letters nor digits have special meaning to the shell. We
shall shortly learn a means of quotation, which allows us to create words that contain metachar-
acters and to thus work without constantly worrying about whether certain characters are meta-
characters.

Note that the C-shell is only reading input when it has prompted with ‘% ". Thus metachar-
acters normally have effect only then. So, for example, we need not worry about placing shell
metacharacters in a letter we are sending via mail.

1.5. Input from Files; Pipelines

We learned above how to route the standard output of a command to a file. We can also
route the standard input of a command from a file. This is not often necessary, however, since
most commands will read from a file name given as argument. For example, we can give the
command

sort < data

to run the sort command with standard input from the file ‘data’. But we would more likely say



sort data

and let the sort command open the file ‘data’ for input itself, since this is less to type.
We should note that if we just typed

sort

then the sort program would sort lines from its standard input. Since we did not redirect the
standard input, it would sort lines as we typed them on the terminal until we typed a control-d to
generate an end-of-file.

We can even combine the standard output of one command with the standard input of the
next, i.e. to run the commands in a sequence known as a pipeline. This is an extremely useful
feature. For instance, the command

Is -s

normally produces a list of the files in our directory with the size, in 1024-byte blocks, of each.
If we are interested in learning which of our files is largest, we may wish to have this list sorted
by size rather than by name--Is by default sorts by name. We could investigate the many
options of Is to see if one lists in order of size, but we would eventually discover that no such
option exists. Instead the shell lets us use a couple of simple options of the sort command,
combining it with /s to get what we want.

The -n option of sort specifies a numeric sort rather than an alphabetic sort. Thus
Is -s | sort -n

specifies that the output of the /s command run with the option -s is to be piped to the com-
mand sort run with the numeric sort option. This would give us a sorted list of our files by size,
but with the smallest first. We could then use the -r reverse sort option and the head command
in combination with the previous command doing

Is -s | sort -n -r | head -5

Here we have taken a list of our files sorted alphabetically, each with the size in blocks. We
have run this to the standard input of the sort command asking it to sort numerically in reverse
order (largest first). This output has then been run into the command head which gives us the
first few lines of its standard input. In this case we have asked head for the first 5 lines. Thus
this command gives us the names and sizes of our 5 largest files.

The metanotation introduced above is called the pipe mechanism. Commands separated
by ‘|’ characters are connected together by the shell and the output of each functions as the
input of the next. The leftmost command in a pipeline normally takes its standard input from the
terminal and the rightmost places its standard output on the terminal. Other examples of pipe-
lines will be given later when we discuss the history mechanism; one important use of pipes
illustrated there is in the routing of information to the line printer.

1.6. Filenames

Many commands need the names of files as arguments. UNIX pathnames consist of a
number of components separated by /. Each component except the last names a directory in
which the next component resides. Thus the pathname

/etc/motd

specifies a file in the directory ‘etc’, which is a subdirectory of the root directory /. Within this
directory the file named is ‘motd’, which stands for ‘message of the day’. Filenames that do not
begin with /' are interpreted starting at the current working directory. This directory is, by
default, your home directory and can be changed dynamically by the chdir or cd change direc-
tory command.
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Most filenames consist of a number of alphanumeric characters and ‘.’s. In fact, all print-
ing characters except /' may appear in filenames. However, non-alphabetic charcters usually
do not belong in filenames, because many of these have special meaning to the shell. The
character ‘.’ is not a shell-metacharacter and is often used as the prefix with an extension of a
basename. Thus

prog.c prog.o prog.errs prog.output

are four related files. They share a root portion of a name (a root portion being that part of the
name that is left when a trailing " and following characters, which are not *.’, are stripped off).
The file ‘prog.c’ might be the source for a C program, the file ‘prog.o’ the corresponding object
file, the file ‘prog.errs’ the errors resulting from a compilation of the program and the file
‘prog.output’ the output of a run of the program.

If we wished to refer to all four of these files in a command, we could use the metanotation
prog.”

This word is expanded by the shell, before the command to which it is an argument is executed,
into a list of names that begin with ‘prog.’. The character ™' here matches any sequence (includ-
ing the empty sequence) of characters in a file name. The names that match are sorted into the
argument list to the command alphabetically. Thus the command

echo prog.”
echoes the names
prog.c prog.efrs prog.o prog.output

Note that the names are in lexicographic order here, different from the way we listed them
above. The echo command receives four words as arguments, even though we only typed one
word as an argument directly. The four words were generated by filename expansion of the
metasyntax in the one input word.

Other metanotations for filename expansion are also available. The character ‘?” matches
any single character in a filename. Thus

echo ? ?? ??7?

echoes (i.e., writes on standard output) a line of filenames; first those with one-character
names, then those with two-character names, and finally those with three-character names.
The names of each length will be independently lexicographically sorted.

Another mechanism consists of a sequence of characters between " and . This metase-
quence matches any single character from the enclosed set. Thus

prog.[co]
will match
prog.c prog.o

in the example above. We can also place two characters astride a ‘- in this notation to denote a
range. Thus

chap.[1-5]
might match files
chap.1 chap.2 chap.3 chap.4 chap.5
if they existed. This is shorthand for
chap.[12345]

and otherwise equivalent.
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Note that if a list of argument words to a command (an argument list) contains filenare
expansion syntax, and if this filename expansion syntax fails to match any existing file names,
then the shell considers this to be an error and prints a diagnostic

No match.

Also note that the character .’ at the beginning of a filename is treated specially. Neither
“ or ‘?" or the [ ‘] mechanism will match it. This prevents accidental matching of the filenames
‘.’ and ‘.." in the current directory, which have special meaning to the system, as well as other
files such as .cshrc, which are not normally visible. We will discuss the special role of the file
.cshre later.

Another filename expansion mechanism gives access to the pathname of the home direc-
tory of other users. This notation consists of the character **’ followed by another user’s login
name. For instance the word ‘“bill' would map to the pathname ‘/mnt/bill’ if the home directory
for ‘bill' were in the directory /mntbill. Since, on large. systems, users may have login direc-
tories scattered.over many different disk volumes with different prefix directory nanves, this nota-
tion provides a reliable way of accessing the files of other users.

A special case of this notation consists of a ‘™" alone, e.g. “"/mbox’. This notation is
expanded by the shell into the file ‘mbox’ in your home directory. This can be very useful if you
have used chdir to change to another user's directory and have found a file you wish to copy
using cp. You can do

cp thatfile ©
which will be expanded by the shell to
cp thatfile /mnt/bill

i.e., the copy command interprets this as a request to make a copy of ‘thatfile’ in the directory
‘/mnt/bill. The ' notation doesn't, by itself, force named files to exist. This is useful, for exam-
ple, when using the cp command, e.g.

cp thatfile “/saveit

A mechanism using the characters ‘{" and ‘}’ abbreviates a set of words that have com-
mon parts but cannot be abbreviated by the above mechanisms because they are not files, or
are the names of files that do not yet exist. This mechanism will be described much later, in
section 4.2, as it is used much less frequently.

1.7. Quotation

We have already seen a number of metacharacters used by the shell. These metacharac-
ter pose a problem in that we cannot use them directly as parts of words. Thus the command

echo *

does not echo the character **'. It either echoes a sorted list of filenames in the current direc-
tory, or prints the message ‘No match’ if there are no files in the current directory.

The recommended mechanism for placing characters that are neither numbers, digits, /',
‘.’ or ““’ in an argument word to a command is to enclose it with single quotation characters ‘',
e.g.

2 X4

echo

The history mechanism of the shell uses the special character ‘', so ‘I cannot be escaped in
this way. It and the character ‘' itself can be preceded by a single ‘\' to prevent their special
meaning. These two mechanisms suffice to place any printing character into a word that is an
argument to a shell command.



1.8. Terminating Commands

When you are running a command from the shell and the shell is waiting for it to complete,
there are a couple of ways in which you can force such a command to complete. For instance if
you type the command

cat /usr/man/docs/csh/csh

the system prints this document on your terminal. This will continue for several minutes unless
you stop it. You can send an INTERRUPT signal to the cat command by hitting the DEL or RUBOUT
key on your terminal. Actually, hitting this key sends this INTERRUPT signal to all programs run-
ning on your terminal, including your shell. The shell normally ignores such signals, however, so
that the only program affected by the INTERRUPT is cat. Since cat does not take any precautions
to catch this signal the INTERRUPT causes it to terminate. The shell notices that cat has died
and prompts you again with ‘% . If you hit INTERRUPT again, the shell just repeats its prompt,
since it catches INTERRUPT signals but continues to execute commands anyway. If the shell
went away like cat, this would log you out.

Many other programs terminate when they get an end-of-file from their standard input.
Thus the mail program in the first example above was terminated when we hit a control-d,
which generates an end-of-file from the standard input. The shell also terminates when it gets
an end-of-file printing ‘logout’; UNIX then logs you off the system. Since this means that typing
too many control-d's can accidentally log you off, the shell has a mechanism for preventing this.
This ignoreeof option is discussed in section 2.2.

If a command has its standard input redirected from a file, then it will normally terminate
when it reaches the end of this file. Thus if we execute

mail bill < prepared.text

the mail command terminates without our typing a control-d. This is because it read to the
end-of-file of our file ‘prepared.text’. We could also have done

cat prepared.text | mail bill

since the cat command would then have written the text through the pipe to the standard input
of the mail command. When the cat command completed it would have terminated, closing
down the pipeline and the mail command would have received an end-of-file from it and ter-
minated. Using a pipe here is more complicated than redirecting input so we would more likely
use the first form. These commands could also have been stopped by sending an INTERRUPT.

If you write or run programs that are not fully debugged, then you may want to stop them
somewhat ungracefully. This can be done by sending them a QuIT signal, generated by a
control-\. This usually provokes the shell to produce a message like:

a.out: Quit -- Core dumped

indicating that a file ‘core’ has been created containing information about the program a.out's
state when it ran amuck. You can examine this file yourself, or forward information to the main-
tainer of the program telling him/her where the core file is.

If you run background commands (as explained in section 2.6), then these commands
ignore INTERRUPT and QuUIT signals at the terminal. To stop them you must use the kill program.
See section 2.6 for an example.

1.8. What Now?

We have so far seen a number of mechanisms of the shell and learned something about
the way in which it operates. The remaining sections will go further into the internals of the
shell, but you will surely want to try using the shell before you go any further. To get the C shell
as your login shell, your entry in the file /etc/passwd must be modified. /etc/passwd is writable
only by the superuser, so you may have to get your system administrator to perform the change.
The last field of each line in /etc/passwd is the shell field. No entry in this field means this user
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has the regular shell, /bin/sh. This field of your line must be modified to read /usr/plx/csh. You
will get the C shell the next time you log in. It's a good idea to have your .login and .cshrc files
set up appropriately before you try the C shell, so your terminal will behave properly.

You can also invoke a csh by typing ‘/usr/pix/csh’. This gives you a temporary C shell, and
you may return to your login shell by typing control-d.

Much of the discussion in thi$¢ manual so far is applicable to ‘/bin/sh’ as well as the C shell.
The next section will introduce many features particular to csh so you should change your shell
to csh before you begin reading it.



2. DETAILS ON THE SHELL

2.1. Shell Startup and Termination

When you login, the shell is placed by the system in your home directory and begins by
reading commands from a file .cshrc in this directory. All shells that you may create during
your terminal session read from this file. We will later see what kinds of commands are usefully
placed there. For now we need not have this file and the shell does not complain about its
absence.

A login shell, executed after you login to the system, will, after it reads commands from
.cshrc, read commands from a file .login also in your home directory. This file contains com-
mands you wish to do each time you login to the UNIX system. A .login file might look some-
thing like:

tset -d adm3a
set history=20
set time=3

This file contains four commands to be executed by UNIX each time the user logs in. The first is
a tset command, which informs the system that this user usually dials in on a Lear-Siegler
ADM-3A terminal. The next two set commands are interpreted directly by the shell and affect the
values of certain shell variables to modify the future behavior of the shell. Setting the variable
time tells the shell to print time statistics on commands that take more than a certain threshold
of machine time (in this case 3 CPU seconds). Setting the variable history tells the shell how
much history of previous command words it should save in case the user wishes to repeat or
rerun modified versions of previous commands. This mechanism involves a certain overhead,
so the shell does not set this variable by default. The value of 20 is a reasonably large value to
assign to history. More casual users of the history mechanism would probably set a value of 5
or 10. The use of the history mechanism will be described subsequently.

After executing commands from .login, the shell reads commands from your terminal,
prompting for each with ‘% '. When it receives an end-of-file from the terminal, the shell prints
‘logout’ and executes commands from the file ‘.logout’ in your home directory. After that the
shell dies and UNIx logs you off the system. If the system is not going down, you receive a new
login message. In any case, after the ‘logout’ message, the shell from which the end-of-file was
received is doomed and takes no further input from the terminal.

2.2. Shell Variables

The shell maintains a set of variables. We saw above the variables history and time,
which had values ‘20’ and ‘3". In fact, each shell variable has as value an array of zero or more
strings. Shell variables may be assigned values by the set command. This command has
several forms, the most useful of which was given above and is

set name=value

Shell variables may store values that are to be reintroduced into commands later through a
substitution mechanism. The shell variables most commonly referenced are, however, those
that the shell itself refers to. By changing the values of these variables, you can directly affect
the behavior of the shell.

One of the most important variables is the variable path. This variable contains a
sequence of directory names where the shell searches for commands. The set command shows
the value of all variables currently defined (we usually say set) in the shell. The default value for
path will be shown by set to be
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% set

argv

home /mnt/bill

path (. /bin /usr/bin)
prompt %

shell /bin/csh
status O

%

This notation indicates that the variable path points to the current directory .’ and then ‘/bin’ and
‘/usr/bin’. Commands that you may write might be in *.’ (usually one of your directories). The
most heavily used system commands live in /bin’. Less heavily used system commands live in
‘fusr/bin’.

A number of useful programs that are not part of standard UNIXx SYSTEM Hli--including
csh--live in the directory ‘/usr/plx’. If you want all shells that you invoke to have access to these
new programs, place the command

set path=(. /usr/plx /bin /usr/bin)

in your file .cshrc in your home directory. Try doing this and then logging out and back in and
do

set

again to see that the value assigned to path has changed.

Other useful built-in variables are the variable home, which shows your home directory,
and the variable ignoreeof, which can be set in your .login file to tell the shell not to exit when it
receives an end-of-file from a terminal. To logout from UNIX with ignoreeof set you must type

logout

This is one of several variables that the shell does not care about the value of, only whether
they are set or unset. Thus to set this variable you simply do

set ignoreeof
and to unset it do
unset ignoreeof

Both set and unset are built-in commands of the shell.
Finally, some other useful built-in shell variables are noclobber and mail. The metasyntax
> filename

which redirects the output of a command, overwrites and destroys the previous contents of the
named file. In this way you may accidentally overwrite a valuable file. If you prefer that the
shell not automatically overwrite files in this way you can

set noclobber

in your .login file. Then trying to do
date > now

would cause a diagnostic if ‘now’ existed already. You could type
date >! now

if you really wanted to overwrite the contents of ‘now’. The ‘>!"is a special metasyntax indicat-
ing that clobbering the file is all right.

If you receive mail frequently while you are logged in, and wish to be informed of the
arrival of this mail, you can put a command
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set mail=/usr/mail/yourname

in your .login file. Here you should change ‘yourname’ to your login name. The shell looks at
this file every 10 minutes to see if new mail has arrived. If you receive mail only infrequently,
you are better off not setting this variable; it only delays the shell’s response to you.

The use of shell variables to introduce text into commands, which is most useful in shell
command scripts, will be introduced in section 2.4.

2.3. The Shell's History List

The shell can maintain a history list into which it places the words of previous commands.
You can use a metanotation to reintroduce commands or words from commands in forming new
commands. This mechanism can repeat previous commands or correct minor typing mistakes
in commands.

Consider the following transcript:

% Is -l shell.proc

-rw-r--r-- 1 sandy 6506 Jan 19 20:05 shell.proc
% chmod 755 '$

chmod 755 shell.proc

Here we asked for a long (-) listing of the file ‘shell.proc’ and were told, among other things, that
it was not executable. We need to change the permissions attached to it, so we execute a
chmod command on ‘1$'. ‘!$’ is a history notation that means the last word of the last command
executed, in this case ‘shell.proc’. The shell performed this substitution and then echoed the
command (‘chmod 755 shell.proc’) as it would execute it. Suppose now that we want to verify
that the permission changes were made by doing another ‘ls -I'. We can do

% Yl '
-rwxrwxrwx 1 sandy 6506 Jan 19 20:05 shell.proc
%

We repeat the /s -1 command with the history notation ‘!II', which repeats the last command that
began with a word of which ‘I’ is a prefix.

The form ‘! re-executes the last command. Another useful command form is ‘tlhstrhs’,
which performs a substitution similar to that in ed or ex. Thus in this example,

% cat “bill/csh/sh..c

/mnt/bill/csh/sh..c: No such file or directory
% 1..1.

cat “bill/csh/sh.c

#include "sh.h"

char “pathlist]] = { SRCHP
%

we used the substitution to correct a typing mistake, and then rubbed the command out after we
saw that we had found the file we wanted. The substitution changed the two ‘.’ characters to a
single ‘.’ character.

After this command we might do

% V| lpr
cat “bill/csh/sh.c | lpr

to put a copy of this file on the line printer, or (immediately after the cat that worked above)
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% pr!$ | lpr
pr “bill/csh/sh.c | Ipr
%

More advanced forms of the history mechanism also exist. Substitutions themselves may
be modified, so you can say (after the first successful cat above).

% cd '$:h
cd “bill/csh
%

The trailing “:h’ on the history substitution here causes only the head portion of the pathname
reintroduced by the history mechanism to be substituted. This and related mechanisms are
used less often than the forms above.

A complete description of history mechanism features is given in the C shell manual entry
in the Plexus Sys3 UNiX Programmer’s Manual.

2.4. Aliases

The shell has an alias mechanism that can simplify the commands you type, supply
default arguments to commands, or perform transformations on commands and their arguments.
The alias facility is similar to the macro facility of many assemblers.

Some of the features obtained by aliasing can also be obtained using shell command files,
but these take place in another instance of the shell and cannot directly affect the current shell’s
environment. Thus commands such as chdir, which must be done in the current shell, may not
work the way you expect.

As an example, suppose you wish to use a new version of the mail program. The new
program is called ‘Mail’, and the standard mail program continues to be called ‘mail’. If you
place the shell command

alias mail Mail
in your .login file, the shell will transform an input line of the form
mail bill

into a call on ‘Mail'. More generally, suppose we wish the command ‘Is’ to always show sizes of
files, that is to always do '-s’. We can do

aliaslisls -s
or even
alias dir Is -s
creating a new command syntax ‘dir’, which does an ‘ls -s'. If we say
dir “bill
then the shell translates this to
Is -s /mnt/bill

Thus the alias mechanism can provide deafult arguments and short names for commands,
and can define new short commands in terms of other commands. You can also define aliases
that contain multiple commands or pipelines, showing where the arguments to the original com-
mand are to be substituted using the facilities of the history mechanism. Thus the definition

aliascd ‘cd \!" ;Is *

does an Is command after each change directory (cd) command. We enclosed the entire alias
definition in**’ characters to prevent most substitutions from occurring and the character *;’ from
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being recognized as a parser metacharacter. The ‘I here is escaped with a ‘\’ to prevent it from
being interpreted when the alias command is typed in. The '\!"" here substitutes the entire argu-
ment list to the pre-aliasing cd command, without giving an error if there were no arguments.
The ‘;’ separating commands is used here to indicate that one command is to be done and then
the next. Similarly the definition

alias whois “grep \!t /etc/passwd”

defines a command that looks up its first argument in the password file.

2.5. Detached Commands; > > and > & Redirection

A few more metanotations are useful. The metacharacter ‘& may be placed after a com-
mand, or after a sequence of commands separated by ‘;’ or |. This causes the shell not to wait
for the commands to terminate before prompting again. We say that they are detached or
background processes. Thus

% pr “bill/csh/sh.c | lpr &
5120

5121

%

Here the shell printed two numbers and came back very quickly rather than waiting for the pr
and /pr commands to finish. These numbers are the process numbers assigned by the system
to the pr and /Jpr commands.t

Since havoc would result if a command run in the background were to read from your ter-
minal at the same time as the shell does, the default standard input for a command run in the
background is not your terminal, but an empty file called ‘/dev/null. Commands run in the back-
ground are also made immune to INTERRUPT and QUIT signals that you may subsequently gen-
erate at your terminal.”

If you intend to log off the system before the command completes you must run the com-
mand immune to HANGUP signals. This is done by placing the word ‘nohup’ before each program
in the command, i.e.:

nohup man csh | nohup lpr &

In addition to the standard output, commands also have a diagnostic output that is nor-
mally directed to the terminal even when the standard output is directed to a file or a pipe. You
may occasionally want to direct the diagnostic output along with the standard output. For
instance, you may want to redirect the output of a long-running command into a file and have a
record of any error diagnostic it produces. The command

command > & file

accomplishes this. The ‘'>&’ here tells the shell to route both the diagnostic output and the
standard output into ‘file’. Similarly you can give the command

command |& Ipr
to route both standard and diagnostic output through the pipe to the line printer daemon /pr. #

tRunning commands in the background like this tends to slow down the system and is not a good idea if the
system is overloaded. When overloaded, the system will just bog down more if you run a large number of
processes at once.

*if a background command stops suddenly when you hit INTERRUPT or QUIT it is likely a bug in the back-
ground program.

#A command form

command >4&! file
exists, and is used when noclobber is set and file already exists.
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Finally, you can use the form
command > > file
to place output at the end of an existing file.t

2.6. Useful Built-in Commands
We now describe a few of the useful built-in commands of the shell.

The alias command described above assigns new aliases and shows existing aliases.
With no arguments it prints the current aliases. It may also be given an argument such as

alias Is

to show the current alias for, in this case, ‘Is’.

The cd and chdir commands are equivalent; they change the working directory of the
shell. An experienced UNIX user usually makes a subdirectory for each of his projects and
places all files related to each project in the appropriate subdirectory. Thus after you login you
can do

% pwd

/mnt/bill

% mkdir newpaper
% chdir newpaper
% pwd
/mnv/bill/newpaper
%

after which you will be in the directory newpaper. You can return to your ‘home’ login directory
by doing just

chdir

with no arguments. We used the pwd (print working directory) command to show the name of
the current directory. The current directory is usually a subdirectory of your home directory.
Thus, the home directory (here /mnt/bill') path forms the prefix of the new directory name. In
the example above, /mnt/bill’ forms the prefix of /mnt/bil/newpaper’.

The echo command prints its arguments. It is often used in shell scripts or as an interac-
tive command to see what filename expansions will yield.

The history command shows the contents of the history list. The numbers given with the
history events can be used to refer to previous events that are difficult to refer to using the con-
textual mechanisms introduced above. There is also a shell variable called prompt. By placing
a ‘!’ character in its value the shell there substitutes the index of the current command in the his-
tory list. You can use this number to refer to this command in a history substitution. Thus you
could

set prompt="\! % *
Note that the ‘I’ character had to be escaped here even within '*' characters.

The logout command terminates a login shell that has ignoreeof set.

The repeat command repeats a command. Thus to make 5 copies of the file one in the
file five you could do

t1f noclobber is set, then an error will result if file does not exist; otherwise the shell will create file if it
doesn't exist. A form

command > >! file
makes it not be an error for file to not exist when noclobber is set.



-15-

repeat 5 cat one > > five

The setenv command sets variables in the environment. Thus
setenv TERM adm3a

sets the value of the environment variable TERM to ‘adm3a’. A user program printenv prints out
the environment. It might then show:

% printenv
HOME /usr/bill
SHELL /bin/csh
TERM adm3a
%

The source command forces the current shell to read commands from a file. Thus
source .cshrc

causes any changes to .cshrc to take effect before the next time you login.
The time command can time a command no matter how much CPU time it takes. Thus

% time cp five five.save
0.0u 0.3s 0:01 26%
% time wc five.save
1200 6300 37650 five.save
1.2u 0.5s 0:03 55%
%

indicates that the cp command used less that 1/10th of a second of user time and only 3/10th of
a second of system time in copying the file ‘five’ to ‘five.save’. The command word count wc,
which counts the number of words, character and lines in ‘five.save’, used 1.2 seconds of user
time and 0.5 seconds of system time in 3 seconds of elapsed time. The percentage ‘55%' indi-
cates that over this period of 3 seconds, our command ‘wc’ used an average of 55 percent of
the available cPu cycles of the machine. This is a very high percentage and indicates that the
system is lightly loaded.

The unalias and unset commands remove aliases and variable definitions from the shell.

The wait command can be used after starting processes with ‘&' to see quickly if they
have finished. If the shell responds immediately with another prompt, they have. Otherwise you
can wait for the shell to prompt, at which point they will have finished, or interrupt the shell by
sending a RUBOUT or DELETE character. If the shell is interrupted, it prints the names and
numbers of the processes it knows to be unfinished. Thus:

% nroff paper | Ipr &
2450
2451
% wait
2451 |lpr
2450 nroff
wait: Interrupted.
%

You can check again later by doing another wait, or see which commands are still running
by doing a ps. As ‘time’ will show you, ps is fairly expensive. It is thus counterproductive to run
many ps commands to see how a background process is doing.t

tHf you do you are usurping with these ps commands the processor time the job needs to finish, thereby de-
laying its completion!
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If you run a background process and decide you want to stop it you must use the kill pro-
gram. You must use the process id number(s) (PIDs) of the process(es) you wish to kill. (If you
don't know, do a ps). Thus to stop the nroff in the above pipeline you would do

% kill 2450

% wait

2450: nroff: Terminated.
%

" Here the shell printed a diagnostic that we terminated ‘nroff’ only after we did a wait. If we want
the shell to discover the termination of all processes it has created we must, in general, use
wait.

2.7. What Else?

This concludes the basic discussion of the shell for terminal users. The programming
features of the shell are described in the next section. One especially useful feature discussed
later is the foreach built-in command, which can be used to run the same command sequence
with a number of different arguments.

If you intend to use UNIX a lot, you should look through the rest of this document and the
shell manual pages to become familiar with the other facilities available to you.



-17 -

3. SHELL CONTROL STRUCTURES AND COMMAND SCRIPTS

3.1. Introduction

Rather than inputting commands one at a time to the shell, you can place commands in
files and cause these commands to be read and executed. Using these command files, you can
put long command sequences in motion without having to wait for each one to complete serially;
arithmetic and loop control constructs are also available. An added plus is that you can use all
the expansion and substitution facilities of your editor to create these files quickly. These com-
mand files are called shell scripts. We here detail those features of the shell useful to the writ-
ers of such scripts.

3.2. Make

Note what shell scripts are not useful for. The program make is very useful for maintain-
ing a group of related files or performing sets of operations on related files. For instance, a
large program consisting of one or more files can have its dependencies described in a
makefile, which contains definitions of the commands used to create these different files when
changes occur. Definitions of the means for printing listings, cleaning up the directory in which
the files reside, and installing the resultant programs are easily and most appropriately placed in
this makefile. Shell scripts are less suitable for this kind of maintenance.

Similarly when working on a document, a makefile may be created that defines how dif-
ferent versions of the document are to be created and which options of nroff or troff are
appropriate.

3.3. Invocation
A csh command script may be interpreted by saying

% csh script ...

where script is the name of the file containing a group of csh commands and ‘..." is replaced by
a sequence of arguments. The shell places these arguments in the variable argv and then
begins to read commands from the script. These parameters are then available through the
same mechanisms used to refer to any other shell variables.

If you make the file ‘script’ executable by doing
chmod 755 script

and place a shell comment at the beginning of the shell script (i.e., begin the file with a ‘#’ char-
acter) then a ‘/usr/pix/csh’ is automatically invoked to execute ‘script’ when you type

script

If the file does not begin with a ‘#’ then the standard shell /bin/sh’ executes it. This allows you
to convert your older shell scripts to use csh at your convenience.

A complication arises, however, when you run shell scripts under the C shell in UNIX SYS-
TEM Il or Plexus Sys3. The C shell was written to be used with UNIX Version 7, the release
before SYSTEM III, upon which Plexus Sys3 is based. Many standard Sys3 commands are
actually shell scripts, and some begin with the comment character, so they look like C shell
scripts to the C shell. But Sys3 contains commands not found in Version 7, so some of these
shell scripts call commands the C shell has never heard of, and can't execute. Such commands
fail when run under the C shell. Therefore, if you run the C shell with Sys3, you should set your
environment variable SHELL to /bin/sh, so any shell scripts are automatically run by the Sys3
shell. If you really want the C shell to execute your shell script, you can explicitly execute it with
‘csh’ or put the call to ‘csh’ within the script.
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3.4. Variable Substitution

After each input line is broken into words, and history substitutions are done on it, the
input line is parsed into distinct commands. Before each command is executed, variable substi-
tution is done on these words. Keyed by the character ‘$’, this substitution replaces the names
of variables by their values. Thus

echo $argv

when placed in a command script causes the current value of the variable argv to be echoed to
the output of the shell script. Argv may not be unset at this point.

A number of notations are provided for accessing attributes of variables. The notation
$7name

expands to ‘1’ if name is set or to ‘0’ if name is not set. This is the fundamental mechanism
used for checking whether particular variables have been assigned values. All other forms of
reference to undefined variables cause errors.

The notation
$#4name
expands to the number of elements in the variable name. Thus

% set argv=(a b ¢)
% echo $?argv

1

% echo $#argv

3

% unset argv

% echo $?argv

0

% echo $argv
Undefined variable: argv.
%

You can also access the components of a variable that has several values. Thus
$argv([1]
gives the first component of argv or, in the example above, ‘a’. Similarly
$argv[$4#targv]
would give ‘c’.
Other notations useful in shell scripts are
$n
(where n is an integer) as a shorthand for
$argvin]
(the nth parameter) and
¢
which is a shorthand for
$argv
The form

$$

expands to the process number of the current shell. Since this process number is unique in the
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system it can be used in generation of unique temporary file names.

One minor difference between ‘$n' and ‘$argvin] should be noted here. The form
‘$argv[n]’ yields an error if n is not in the range ‘1-$#argv’ while ‘$n’ never yields an out-of-
range-subscript error. This is for compatibility with the way older shells handled parameters.

Note also that it is never an error to give a subrange of the form ‘n-’; if there are less than
n components of the given variable then no words are substituted. A range of the form ‘m-n’
likewise returns an empty vector without giving an error when m exceeds the number of ele-
ments of the given variable, provided the subscript n is in range.

3.5. Expressions

Expressions in the shell must be able to be evaluated based on the values of variables;
otherwise, the shell wouldn't be able to do anything interesting. All the arithmetic operations of
the language C are available in the shell with the same precedence that they have in C. In par-
ticular, the operations ‘=="and '!=' compare strings and the operators ‘&&’ and || implement
the Boolean ‘and’ and ‘or’ operations.

The shell also allows file enquiries of the form
-? filename
where ‘?’ is replaced by a number of single characters. For instance the expression primitive
-e filename
tells whether the file ‘filename’ exists. Other primitives test for read, write and execute access
to the file, whether it is a directory, or has non-zero length.

You can also test whether a command terminates normally by a primitive of the form *{
command }', which returns true, i.e. ‘1’, if the command succeeds (exiting normally with exit
status 0), or ‘0’ if the command terminates abnormally (with exit status non-zero). If you need
more detailed information about the execution status of a command, execute it and in the next
command examine the variable ‘$status’. Since ‘$status’ is set by every command, it is very
transient. It can be saved if it is inconvenient to use it only in the single command immediately
following.

For a full list of expression components available see the manual entry for the shell.

3.6. Sample Shell Script

A sample shell script that makes use of the expression mechanism of the shell and some
of its control structure follows:
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% cat copyc

#

# Copyc copies those C programs in the specified list
# to the directory “/backup if they differ from the files
# already in “/backup

#

set noglob

foreach i ($argv)

if ($i:r.c != $i) continue # not a .c file so do nothing

if (! -r “/backup/$i:t) then
echo $i:t not in backup... not cp\ “ed
continue

endif

cmp -s $i “/backup/$i:t # to set $status

if ($status != 0) then
echo new backup of $i
cp $i “/backup/$i:t
endif
end

This script makes use of the foreach command, which causes the shell to execute the
commands between the foreach and the matching end for each of the values given between ‘('
and ‘)’ with the named variable (in this case /) set to successive values in the list. Within this
loop we may use the command break to stop executing the loop and continue to prematurely
terminate one iteration and begin the next. After the foreach loop the iteration variable (i in this
case) has the value at the last iteration.

We set the variable noglob here to prevent filename expansion of the members of argv.
This is a good idea, in general, if the arguments to a shell script are filenames that have already
been expanded or if the arguments may contain filename expansion metacharacters. You can
also quote each use of a ‘¢’ variable expansion, but this is harder and less reliable.

The other control construct used here is a statement of the form
if ( expression ) then
command
endif

The placement of the keywords here is somewhat flexible.t
The shell does have another form of the if statement

tLeaving out the ‘then’ aitogether works, for example. The ‘then’ may also be put on a separate line, as fol-
lows:

it ( expression ) # Produces diagnostic but works!
then

command
endit

but this produces a diagnostic to the effect that the command ‘then’ cannot be found. The following format is
not currently acceptable to the shell:

it ( expression ) then command endit #Won’'t work
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if ( expression ) command
which can be written

if ( expression ) \
command

Here we have escaped the newline for the sake of appearance. The command must not involve
‘I', ‘& or *;’ and must not be another control command. The second form requires the final *\' to
immediately precede the end-of-line.

The more general if statements abave also admit a sequence of else-if pairs followed by a
single else and an endif, e.g.:

if ( expression ) then

commands

else if (expression ) then
commands

else
commands

endif

Another important mechanism used in shell scripts is ‘' modifiers. We can use the modif-
ier “:r' here to extract a root of a filename. Thus if the variable i has the value ‘foo.bar’ then

% echo $i $i:r
foo.bar foo
%

shows how the ‘:r' modifier strips off the trailing .bar’. Other modifiers will take off the last com-
ponent of a pathname leaving the head ":h’ or all but the last component of a pathname leaving
the tail :t’. These modifiers are fully described in the csh manual entry. You can also use the
command substitution mechanism described in section 4.3 to perform modifications on strings
to reenter the shell’'s environment. Since each usage of this mechanism involves the creation of
a new process, it is much more expensive than the *:' modification mechanism.* Finally, we note
that the character '#’ lexically introduces a shell comment in shell scripts (but not from the ter-
minal). All subsequent characters on the input line after a ‘#’' are discarded by the shell. This
character can be quoted using ‘*’ or ‘\’ to place it in an argument word.

3.7. Other Control Structures

The shell also has control structures while and switch similar to those of C. These take
the forms

while ( expression )
commands
end

and

“Note also that the current implementation of the shell limits the number of '’ modifiers on a ‘$’ substitution to
1. Thus

% echo $i $i:h:t
/a/blc /a/b:t
%

does not do what one would expect.
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switch ( word )

case stri:
commands
breaksw

case strn:
commands
breaksw

default:
commands
breaksw

endsw

For details see the manual section for csh. C programmers should note that we use breaksw to
exit from a switch while break exits a while or foreach loop. A common mistake in csh scripts
is to use break rather than breaksw in switches.

Finally, csh allows a goto statement, with labels looking like they do in C, i.e.:

loop:
commands
goto loop

3.8. Supplying Input to Commands

Commands run from shell scripts receive by default the standard input of the shell that is
running the script. Thus it is different from previous shells running under UNIX. It allows shell
scripts to participate fully in pipelines, but mandates extra notation for commands that take inline
data.

Thus we need a metanotation for supplying inline data to commands in shell scripts. As
an example, consider this script, which runs the editor to delete leading blanks from the lines in
each argument file

% cat deblank

# deblank -- remove leading blanks
foreach i ($argv)

ed- $i << ‘EOF’

1,8s/1[ 1"/

w

q

‘EQOF*

end

%

The notation ‘< < “EOF ~’ means that the standard input for the ed command is to come from
the text in the shell script file up to the next line consisting of exactly ‘’EOF ". The fact that the
‘EOF is enclosed in ‘*’ characters, i.e. quoted, causes the shell not to perform variable substitu-
tion on the intervening lines. In general, if any part of the word following the ‘< <’ is quoted,
then these substitutions are not performed. In this case, since we used the form ‘1,$’ in our edi-
tor script, we needed to insure that this '$’ was not variable-substituted. We could also have
insured this by preceding the ‘$’ here with a '\, i.e.:
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1\$s/1[ 17/
but quoting the ‘EOF’ terminator is a more reliable way of achieving the same thing.

3.9. Catching interrupts
If our shell script creates temporary files, we may wish to catch interruptions of the shell
script so that we can clean up these files. We can then do
onintr label

where /abel is a label in our program. If an interrupt is received the shell will do a ‘goto label’
and we can remove the temporary files and then do a exit command (which is built into the
shell) to exit from the shell script. If we wish to exit with a non-zero status we can do

exit(1)
e.g. to exit with status ‘1'.

3.10. What Eise?

Other features of the shell are useful to writers of shell procedures. The verbose and
echo options and the related -v and -x command line options can help trace the actions of the
shell. The -n option causes the shell only to read commands and not to execute them.

Note that csh does not execute shell scripts that do not begin with the character ‘#'--that
is, shell scripts that do not begin with a comment.

Another quotation mechanism using ‘"’ allows only some of the expansion mechanisms we
have so far discussed to occur on the quoted string and serves to make this string into a single
word as '’ does. See the manual entry for more information.
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4. MISCELLANEOUS, LESS GENERALLY USEFUL, SHELL MECHANISMS ﬂm

4.1. Loops at the Terminal; Variables as Vectors

You may occasionally want to use the foreach control structure at the terminal to aid in
performing a number of similar commands. For instance, three shells were once in use on the
Cory UNIX system at Cory Hall at UC Berkeley: ‘/bin/sh’, ‘/bin/nsh’, and ‘/bin/csh’. To count the
number of persons using each shell, one could issue the commands

% grep -c csh$ /etc/passwd
27

% grep -¢ nsh$ /etc/passwd
128

% grep -c -v sh$ /etc/passwd
430

%

Since these commands are very similar we can use foreach to do this more easily.

% foreach i (‘sh$’ ‘csh$’ “-v sh$")
? grep -c $i /etc/passwd

? end

27

128

430

%

Note here that the shell prompts for input with ‘? * when reading the body of the loop.

Very useful with loops are variables that contain lists of filenames or other words. You =
can, for example, do )

% set a=('ls’)
% echo $a
csh.n csh.rm
% Is

csh.n

csh.rm

% echo $#a
2

%

The set command here gave the variable a a list of all the filenames in the current directory as
value. We can then iterate over these names to perform any chosen function.

The output of a command within **’ characters is converted by the shell to a list of words.
You can also place the *’ quoted string within ‘"’ characters to take each (non-empty) line as a
component of the variable. This prevents the lines from being split into words at blanks and
tabs. A modifier “x' can later expand each component of the variable into another variable,
splitting it into separate words at embedded blanks and tabs.

4.2. Braces { ... } in Argument Expansion

Another form of filename expansion involves the characters ‘{" and ‘}". These characters
specify that the contained strings, separated by *,’, are to be consecutively substituted into the
containing characters and the results expanded left to right. Thus

A{str1,str2,...strn}B

expands to )
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AstriB Astr2B ... AstrnB

This expansion occurs before the other filename expansions, and may be applied recursively
(i.e. nested). The results of each expanded string are sorted separately, left to right order being
preserved. If no other expansion mechanisms are used, the resulting filenames need not exist.
This means that this mechanism can be used to generate arguments that are not filenames, but
have common parts.

A typical use of this would be
mkdir ~/{hdrs,retrofit,csh}

to make subdirectories ‘hdrs’, ‘retrofit’ and ‘csh’ in your home directory. This mechanism is most
useful when the common prefix is longer than in this example, i.e.

chown bin /usr/{bin/{ex,edit},lib/{ex1.1strings,how_ex}}

This command changes the ownership of all the following files: /usr/bin/ex, /usr/bin/edit,
/usr/lib/ex1.1strings, and /usr/lib/how_ex.

4.3. Command Substitution

A command enclosed in **' characters is replaced, just before filenames are expanded, by
the output from that command. Thus it is possible to do

set pwd="pwd"
to save the current directory in the variable pwd or to do
ex ‘grep -l TRACE ~.c’

to run the editor ex supplying as arguments those files whose names end in ‘.c’ and have the
string ‘TRACE' in them.”

4.4. Other Details Not Covered Here

Sometimes you may need to know the exact nature and order of different substitutions
performed by the shell. The exact meaning of certain combinations of quotations is also occa-
sionally important. These are detailed fully in the manual section.

The shell has a number of command line option flags that are mostly of use in writing UNIX
programs and debugging shell scripts. See the manual entry for a list of these options.

*Command expansion also occurs in input redirected with '< <’ and within ‘™ quotations. Refer to the shell
manual section for full details.
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Appendix - Special Characters

The following table lists the special characters of csh and the UNIX system, giving for each the
section(s) in which it is discussed. A number of these characters also have special meaning in
expressions. See the csh manual entry for a complete list.

Syntactic metacharacters

; 2.4 separates commands to be executed sequentially

| 1.5 separates commands in a pipeline

() 2236 brackets expressions and variable values

& 2.5 follows commands to be executed without waiting for completion

Filename metacharacters
/ 1.6 separates components of a file’s pathname
? 1.6 expansion character matching any single character
1.6 expansion character matching any sequence of characters
] 1.6 expansion sequence matching any single character from a set
1.6 used at the beginning of a filename to indicate home directories
{} 4.2 used to specify groups of arguments with common parts

P IR

Quotation metacharacters

\ 1.7 prevents meta-meaning of following single character
‘ 1.7 prevents meta-meaning of a group of characters

4 4.3 like , but allows variable and command expansion

Input/output metacharacters
< 1.3 indicates redirected input
> 1.5 indicates redirected output

Expansion/substitution metacharacters

$ 3.4 indicates variable substitution

! 2.3 indicates history substitution

: 3.6 precedes substitution modifiers

1 2.3 usedin special forms of history substitution
4.3 indicates command substitution

.

Other metacharacters
# 3.6 begins a shell comment
- 1.2 prefixes option (flag) arguments to commands
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This glossary lists the most important terms introduced in the introduction to the shell and
gives references to sections of this document for further information about them. References of
the form ‘pr (1)’ indicate that the command pr is in the Plexus Sys3 unix Programmer’'s Manual
in section 1. You can get an online copy of its manual page by doing

man 1 pr

References of the form (2.5) indicate that more information can be found in section 2.5 of this

manual.

alias

argument

argv

background

bin

break

built-in

Your current directory has the name ‘.’ as well as the name printed by the com-
mand pwd. The current directory *." is usually the first component of the search
path contained in the variable path;, thus commands that are in .’ are found
first (2.2). The character .’ is also used in separating components of filenames
(1.6). The character ‘.’ at the beginning of a component of a pathname is
treated specially and not matched by the filename expansion metacharacters
™, and ‘[ ‘] pairs (1.6).

Each directory has a file *.." in it, which is a reference to its parent directory.
After changing into the directory with chdir, i.e.

chdir paper
you can return to the parent directory by doing
chdir ..

The current directory is printed by pwd (2.6).

An alias specifies a shorter or different name for a UNIX command, or a
transformation on a command to be performed in the shell. The shell has a
command alias, which establishes aliases and can print their current values.
The command unalias is used to remove aliases (2.6).

Commands in UNIX receive a list of argument words. Thus the command
echoabc

consists of a command name ‘echo’ and three argument words ‘a’, ‘b’ and ‘c’
(1.1).

The list of arguments to a command written in the shell language (a shell script
or shell procedure) is stored in a variable called argv within the shell. This
name is taken from the conventional name in the C programming language
(3.4).

Commands started without waiting for them to complete are called background
commands (1.5).

A directory containing binaries of programs and shell scripts to be executed is
typically called a ‘bin’ directory. The standard system ‘bin’ directories are ‘/bin’,
which contains the most heavily used commands, and ‘/usr/bin’, which contains
most other user programs. Other binaries are contained in directories such as
‘/ust/plx’ where new and Plexus-specific programs are placed. You can place
binaries in any directory. If you wish to execute them often, the directory’s
name should be a component of the variable path.

Break is a built-in command used to exit from loops within the control structure
of the shell (3.6).

A command executed directly by the shell is called a built-in command. Most
commands in UNIX are not built-into the shell, but rather exist as files in ‘bin’
directories. These commands are accessible because the directories in which
they reside are named in the path variable.
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A case command is used as a label in a switch statement in the shell's control
structure, similar to that of the language C. Details are given in the shell's
documentation ‘csh (NEW)' (3.7).

The cat program catenates a list of specified files on the standard output. It is
usually invoked to look at the contents of a single file on the terminal, to ‘cat a
file' (1.8, 2.3).

The cd command is used to change the working directory. With no arguments,
cd changes your working directory to be your home directory (2.3) (2.6).

The chdir command is a synonym for cd. Cd is usually typed because it is
shorter.

Cmp is a program that compares files. It is usually used on binary files, or to
see if two files are identical (3.6). For comparing text files the program diff,
described in ‘diff (1)’ is used.

A function performed by the system, either by the shell (a built-in command) or
by a program residing in a file in a directory within the UNIX system is called a
command (1.1).

command substitution

component

continue

core dump

cp

.cshrc

date
debugging

default

DELETE

The replacement of a command enclosed in **' characters by the text output by
that command is called command substitution (3.6, 4.3).

A part of a pathname between /' characters is called a component of that
pathname. A variable that has multiple strings as value is said to have several
components, and each string is a component of the variable.

A built-in command that causes execution of the enclosing foreach or while
loop to cycle prematurely. Similar to the continue command in the program-
ming language C (3.6).

When a program terminates abnormally, the system places an image of its
current state in a file named ‘core’. This ‘core dump’' can be examined with the
system debuggers ‘adb (1)’ and ‘sdb (1)’ in order to determine what went wrong
with the program (1.8). If the shell produces a message of the form:

commandname: lllegal instruction -- Core dumped

(where ‘lllegal instruction’ is only one of several possible messages) you should
report this to the author of the program and save the ‘core’ file.

The cp (copy) program copies the contents of one file into another file. It is
one of the most commonly used UNIX commands (2.6).

The file .cshrc in your home directory is read by each shell as it begins execu-
tion. It is usually used to change the setting of the variable path and to set
alias parameters, which take effect globally (2.1).

The date command prints the current date and time (1.3).

Debugging is the process of correcting mistakes in programs and shell scripts.
The shell has several options and variables that may be used to aid in shell
debugging (4.4).

The label default: is used within shell switch statements, as it is in the C
language to label the code to be executed if none of the case labels matches
the value switched on (3.7).

The DELETE or RUBOUT key on the terminal is used to generate an INTERRUPT
signal, which stops the execution of most programs on UNIX (2.6).
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A command run without waiting for it to complete is said to be detached (2.5).

An error message produced by a program is often referred to as a diagnostic.
Most error messages are not written to the standard output, since that is often
directed away from the terminal (1.3, 1.5). Error messages are instead written
to the diagnostic output which may be directed away from the terminal, but
usually is not. Thus diagnostics will usually appear on the terminal (2.5).

A structure that contains files. At any time you are ‘in’ one particular directory
whose names can be printed by the command ‘pwd’. The chdir command will
position you ‘in’ another directory. The directory in which you are when you
first login is your home directory (1.1, 1.6).

The echo command prints its arguments (1.6, 2.6, 3.6, 3.10).

The else command is part of the ‘if-then-else-endif' control command construct
(3.6).

An end-of-file is generated by the terminal by a control-d, and whenever a
command reads to the end of a file that it has been given as input. Commands
receiving input from a pipe receive an end-of-file when the command sending
them input completes. Most commands terminate when they receive an end-
of-file. The shell has an option to ignore end-of-file from a terminal input; this
option may help you keep from logging out accidentally (1.1, 1.8, 3.8).

A character \ used to prevent the special meaning of a metacharacter is called
an escape character, because the special meaning is ‘escaped’. Thus

echo \*
will echo the character "’ while just
echo *

will echo the names of the file in the current directory. In this example, \
escapes "' (1.7). There is also a non-printing character called escape, usually
labeled ESC or ALTMODE on terminal keyboards. Some UNIX systems use this
character to indicate that output is to be suspended. Other systems use
control-s.

This file contains information about the accounts currently on the system. If
consists of a line for each account with fields separated by “:' characters (2.3).
You can look at this file by saying

cat /etc/passwd

The command grep is often used to search for information in this file. See
‘passwd (5)' and ‘grep (1)’ for more details.

The exit command is used to force termination of a shell script, and is built-into
the shell (3.9).

A command that discovers a problem may reflect this back to the command
(such as a shell) that invoked (executed) it. It does this by returning a non-
zero number as its exit status, a status of zero being considered ‘normal termi-
nation’. The exit command can be used to force a shell command script to
give a non-zero exit status (3.5).

The replacement of strings that contain metacharacters by other strings is
referred to as the process of expansion. Thus the replacement of the word ™'
by a sorted list of files in the current directory is a ‘filename expansion’. Simi-
larly the replacement of the characters ‘!!" by the text of the last command is a
‘history expansion’. Expansions are also referred to as substitutions (1.6, 3.4,
4.2).
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Expressions are used in the shell to control the conditional structures used in
the writing of shell scripts and in calculating values for these scripts. The
operators available in shell expressions are those of the language C (3.5).

Filenames often consist of a root name and an extension separated by the
character ‘.. By convention, groups of related files often share the same root
name. Thus if ‘prog.c’ were a C program, then the object file for this program
would be stored in ‘prog.o’. Similarly a paper written with the ‘-me’ nroff macro
package might be stored in ‘paper.me’ while a formatted version of this paper

might be kept in ‘paper.out’ and a list of spelling errors in ‘paper.errs’ (1.6).

Each file in UNIX has a name consisting of up to 14 characters and not including
the character /. This name is used in pathname building. Most file names do
not begin with the character *.’, and contain only letters and digits with perhaps
a '’ separating the root portion of the filename from an extension (1.6).

filename expansion

flag

foreach

getty

goto

grep

hangup

Filename expansion uses the metacharacters ', “? and T and ‘|’ to provide a
convenient mechanism for naming files. Using filename expansion it is easy to
name all the files in the current directory, or all files that have a common root
name. Other filename expansion mechanisms use the metacharacter ‘~’ and
allow files in other users directories to be named easily (1.6, 4.2).

Many UNIXx commands accept arguments that are not the names of files or other
users but are used to modify the action of the commands. These are referred
to as flag options, and by convention consist of one or more letters preceded
by the character -’ (1.2). Thus the /s list file commands has an option '-s’ to
list the sizes of files. This is specified

Is -s

The foreach command is used in shell scripts and at the terminal to specify
repetition of a sequence of commands while the value of a certain shell variable
ranges through a specified list (3.6, 4.1).

The getty program is part of the system that determines the speed at which
your terminal is to run when you first log in. It types the initial system banner
and ‘login:’. When no one is logged in on a terminal a ps command shows a
command of the form ‘- 7' where ‘7' here is often some other single letter or
digit. This ‘7’ is an option to the getty command, indicating the type of port it is
running on. If you see a getty command running on a terminal in the output of
ps you know that no one is logged in on that terminal (2.3).

The shell has a command goto used in shell scripts to transfer control to a
given label (3.7).

The grep command searches through a list of argument files for a specified
string. Thus

grep bill /etc/passwd

will print each line in the file /etc/passwd’ that contains the string ‘bill’. Actually,
grep scans for regular expressions in the sense of the editors ‘ed (1)’ and ‘ex
(1)’ (2.3). Grep stands for ‘globally find regular expression and print’ or, some
say, ‘get regular expression pattern’.

When you hangup a phone line, a HANGUP signal is sent to all running
processes on your terminal, causing them to terminate execution prematurely.
If you wish to start commands to run after you log off a dialup you must use the
command nohup (2.6).
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The head command prints the first few lines of one or more files. If you have
files containing text you are wondering about, try running head with these files
as arguments. This usually shows enough of what is in these files to let you
decide which you are interested in (1.5, 2.3).

The history mechanism of the shell allows previous commands to be repeated,
possibly after modification to correct typing mistakes or to change the meaning
of the command. The shell has a history list where these commands are kept,
and a history variable, which controls how large this list is (1.7, 2.6).

Each user has a home directory, which is given in your entry in the password
file, /etc/passwd. This is the directory you are placed in when you first log in.
The cd or chdir command with no arguments takes you back to this directory,
whose name is recorded in the shell variable HOME. You can also access the
home directories of other users in forming filenames using a file expansion
notation and the character ™’ (1.6).

A conditional command within the shell, the if command is used in shell com-
mand scripts to make decisions about what course of action to take next (3.6).

Normally, your shell exits, printing ‘logout’ if you type a control-d at a prompt of
‘% . This is the way you usually log off the system. But you can set the
ignoreeof variable in your .login file and then use the command /ogout to
logout. This is useful if you sometimes accidentally type too many control-d
characters, logging yourself off (2.2, 2.6).

Many commands on UNIX take information from the terminal or from files that
they then act on. This information is called input. Commands normally read for
input from their standard input, which is, by default, the terminal. This stan-
dard input can be redirected from a file using a shell metanotation with the
character ‘<’. Many commands also read from a file specified as argument.
Commands placed in pipelines read from the output of the previous command
in the pipeline. The leftmost command in a pipeline reads from the terminal if
you neither redirect its input nor give it a file name to use as standard input.
Special mechanisms exist for supplying input to commands in shell scripts (1.2,
1.6, 3.8).

An interrupt is a signal to a program that is generated by hitting the RUBOUT or
DELETE key. It causes most programs to stop execution. Certain programs
such as the shell and the editors handle an interrupt in special ways, usually by
stopping what they are doing and prompting for another command. While the
shell is executing another command and waiting for it to finish, the shell does
not listen to interrupts. The shell often wakes up when you hit interrupt
because many commands die when they receive an interrupt (1.8, 2.6, 3.9).

A program that terminates processes run without waiting for them to complete.
(2.6)

The file .login in your home directory is read by the shell each time you log in
to UNIX and the commands there are executed. A number of commands are
usefully placed here, especially tset commands and set commands to the shell
itself (2.1).

The logout command causes a login shell to exit. Normally, a login shell will
exit when you hit control-d generating an end-of-file, but if you have set
ignoreeof in your .login file, then this will not work and you must use logout to
log off the UNIX system (2.2).

When you log off of UNIx the shell will execute commands from the file ./logout
in your home directory after it prints ‘logout’.
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The command /pr is the line printer daemon. The standard input of /pr is
spooled and printed on the UNIX line printer. You can also give /pr a list of
filenames as arguments to be printed. Lpr is usually the last component of a
pipeline (2.3).

The Is list files command is one of the most commonly used UNIX commands.
With no argument filenames it prints the names of the files in the current direc-
tory. It has a number of useful flag arguments, and can also be given the
names of directories as arguments, in which case it lists the names of the files
in these directories (1.2).

The mail program is used to send and receive messages from other UNIX users
(1.1, 2.2).

The make command is used to maintain one or more related files and to organ-
ize functions to be performed on these files. In many ways make is easier to
use, and more helpful than shell command scripts (3.2).

The file containing commands for make is called ‘makefile’ (3.2).

The ‘manual’ often referred to is the Plexus Sys3 unix Programmer’'s Manual.
It contains a description of each UNIX program. An online version of the manual
is accessible through the man command. Its documentation can be obtained
online via

man man

Many characters that are neither letters nor digits have special meaning either
to the shell or to UNIX. These characters are called metacharacters. If these
characters must be used without their special meaning in arguments to com-
mands, then they must be quoted. An example of a metacharacter is the char-
acter ‘>’, which is used to indicate placement of output into a file. For the pur-
poses of the history mechanism, most unquoted metacharacters form separate
words (1.4). The appendix to this manual lists the metacharacters in groups by
their function.

The mkdir command is used to create a new directory (2.6).

Substitutions with the history mechanism, keyed by the character V' or of vari-
ables using the metacharacter ‘$’ are often subjected to modifications, indicated
by placing the character "’ after the substitution and following this with the
modifier itself. The command substitution mechanism can also be used to per-
form modification in a similar way, but this notation is less clear (3.6).

The shell has a variable noclobber, which may be set in the file .login to
prevent accidental destruction of files by the ‘>’ output redirection metasyntax
of the shell (2.2, 2.5).

A shell command used to allow background commands to run to completion
even if you log off a dialup before they complete. (2.5)

The standard text formatter on UNIX is the program nroff. Using nroff and one
of the available macro packages for it, documents may be automatically for-
matted and prepared for phototypesetting using the typesetter program troff
(3.2).

The onintr command is built-into the shell and is used to control the action of a
shell command script when an interrupt signal is received (3.9).

Many commands in UNIX produce output. This output is usually placed on what
is known as the standard output, which is normally connected to the user’s ter-
minal. The shell metacharacter ‘>’ redirects the standard output of a com-
mand to a file (1.3). Using the pipe mechanism and the metacharacter |, the
standard output of one command may become the standard input of another
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command (1.5). Certain commands such as the line printer daemon /pr do not
place their results on the standard output but rather in more useful places such
as on the line printer (2.3). Similarly the write command places its output on
another user’'s terminal rather than its standard output (2.3). Commands also
have a diagnostic output where they write their error messages. Normally
these go to the terminal even if the standard output has been sent to a file or
another command, but you may direct error diagnostics along with standard
output using a special metanotation (2.5).

The shell has a variable path, which gives the names of the directories in
which it searches for the commands that it is given. It always checks first to
see if the command it is given is built-into the shell. If it is, then it need not
search for the command as it can do it internally. If the command is not built-
in, then the shell searches for a file with the name given in each of the direc-
tories in the path variable, left to right. Since the normal definition of the path
variable is

path (. /bin /usr/bin)

the shell normally looks in the current directory, and then in the standard sys-
tem directories ‘/bin’ and ‘/usr/bin’ for the named command (2.2). If the com-
mand cannot be found the shell will print an error diagnostic. Scripts of shell
commands are executed using another shell to interpret them if they have ‘exe-
cute’ bits set. This is normally true because a command of the form

chmod 755 script

was executed to turn these execute bits on (3.3).

A list of names, separated by ‘/' characters forms a pathname. Each com-
ponent, between successive /' characters, names a directory in which the next
component file resides. Pathnames that begin with the character '/’ are inter-
preted relative to the root directory in the file system. Other pathnames are
interpreted relative to the current directory as reported by pwd. The last com-
ponent of a pathname may name a directory, but usually names a file.

A group of commands connected together, the standard output of each con-
nected to the standard input of the next, is called a pipeline. The pipe mechan-
ism used to connect these commands is indicated by the shell metacharacter {
(1.5, 2.3).

The pr command prepares listings of the contents of files with headers giving
the name of the file and the date and time at which the file was last modified
(2.3).

The printenv command is used on version 7 UNIX systems to print the current
setting of variables in the environment (2.6).

A instance of a running program is called a process (2.6). The numbers used
by kill and printed by wait are unique numbers generated for these processes
by UNIX. They are useful in kil commands, which can be used to stop back-
ground processes. (2.6)

Usually synonymous with command, a binary file or shell command script that
performs a useful function is often called a program.

Programmer’'s Manual

prompt

Also referred to as the manual. See the glossary entry for ‘manual'.

Many programs print a prompt on the terminal when they expect input. Thus
the editor ‘ex’ prints a ‘" when it expects input. The shell prompts for input with
‘% ' and occasionally with ‘? ' when reading commands from the terminal (1.1).
The shell has a variable prompt, which may be set to a different vaiue to
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change the shell's main prompt. This is mostly used when debugging the shell
(2.6).

The ps command shows the processes you are currently running. Each pro-
cess is shown with its unique process number, an indication of the terminal
name it is attached to, and the amount of cPu time it has used so far. The
command is identified by printing some of the words used when it was invoked
(2.3, 2.6). Login shells, such as the csh you get when you login are shown as

The pwd command prints the full pathname of the current (working) directory.

The quit signal, generated by a control-\ is used to terminate programs that
are behaving unreasonably. It normally produces a core image file (1.8).

The process by which metacharacters are prevented their special meaning,
usually by using the character ' in pairs, or by using the character *\' (1.4).

The routing of input or output from or to a file is known as redirection of input
or output (1.3).

The repeat command iterates another command a specified number of times
(2.6).

The RUBOUT or DELETE key generates an interrupt signal that is used to stop
programs or to return and prompt for more input (2.6).

Sequences of shell commands placed in a file are called shell command
scripts. You may perform simple tasks using these scripts without writing a
program in a language such as C, by using the shell to selectively run other
programs (3.2, 3.3, 3.10).

The built-in set command is used to assign new values to shell variables and
to show the values of the current variables. Many shell variables have special
meaning to the shell itself. Thus by using the set command the behavior of the
shell can be affected (2.1).

Variables in the environment ‘environ (5)' can be changed by using the setenv
built-in command (2.6). The printenv command can be used to print the value
of the variables in the environment.

A shell is a command language interpreter. You may write and run your own
shell, as shells are no different from any other programs as far as the system is
concerned. This manual deals with the details of one particular shell, called
csh.

See script (3.2, 3.3, 3.10).

The sort program sorts a sequence of lines in ways that can be controlled by
argument flags (1.5).

The source command causes the shell to read commands from a specified file.
It is most useful for reading files such as .cshrc after changing them (2.6).

special character

standard

status

See metacharacters and the appendix to this manual.

We refer often to the standard input and standard output of commands. See
input and output (1.3, 3.8).

A command normally returns a status when it finishes. By convention a status
of zero indicates that the command succeeded. Commands may return non-
zero status to indicate that some abnormal event has occurred. The shell vari-
able status is set to the status returned by the last command. It is most useful
in shell command scripts (3.5, 3.6).
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The shell implements a number of substitutions where sequences indicated by
metacharacters are replaced by other sequences. Notable examples of this are
history substitution keyed by the metacharacter ‘" and variable substitution indi-
cated by ‘$’. We also refer to substitutions as expansions (3.4).

The switch command of the shell allows the shell to select one of a number of
sequences of commands based on an argument string. It is similar to the
switch statement in the language C (3.7).

When a command that is being executed finishes, we say it undergoes termina-
tion or terminates. Commands normally terminate when they read an end-of-
file from their standard input. It is also possible to terminate commands by
sending them an interrupt or quit signal (1.8). The kill program terminates
specified command whose numbers are given (2.6).

The then command is part of the shell's ‘if-then-else-endif’ control construct
used in command scripts (3.6).

The time command can be used to measure the amount of CPU and real time
consumed by a specified command (2.1, 2.6).

The troff program is used to typeset documents. See also nroff (3.2).

The tset program is used to set standard erase and kill characters and to tell
the system what kind of terminal you are using. It is often invoked in a ./ogin
file (2.1).

The unalias command removes aliases (2.6).

UNIX is an operating system on which csh runs. UNIX provides facilities that
allow csh to invoke other programs such as editors and text formatters.

The unset command removes the definitions of shell variables (2.2, 2.6).

variable expansion

variables

verbose

wait

while
word

See variables and expansion (2.2, 3.4).

Variables in csh hold one or more strings as value. The most common use of
variables is in controlling the behavior of the shell. See path, noclobber, and
ignoreeof for examples. Variables such as argv are also used in writing shell
programs (shell command scripts) (2.2).

The verbose shell variable can be set to cause commands to be echoed after
they are history-expanded. This is often useful in debugging shell scripts. The
verbose variable is set by the shells -v command line option (3.10).

The built-in command wait causes the shell to pause, and not prompt, until all
commands run in the background have terminated (2.6).

The while built-in control construct is used in shell command scripts (3.7).

A sequence of characters that forms an argument to a command is called a
word. Many characters that are neither letters, digits, -, *." or /' form words all
by themselves even if they are not surrounded by blanks. Any sequence of
character may be made into a word by surrounding it with ‘' characters except
for the characters ‘*' and ‘!, which require special treatment (1.1, 1.6). This
process of placing special characters in words without their special meaning is
called quoting.

working directory

At an given time you are in one particular directory, called your working direc-
tory. This directory’s name is printed by the pwd command and the files listed
by Is are the ones in this directory. You can change working directories using
chdir.
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The write command is used to communicate with other users who are logged
in to UNIX (2.3).
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Introduction

Text editing using a terminal connected to a computer allows you to create, modify, and
print text easily. Creating text is much like typing it as you would on an electric typewriter.
Modifying text involves telling the text editor what to add, change, or delete. Printing text is
accomplished merely by giving the proper command, with or without special instructions as to
the format of the desired output.

These lessons assume no prior familiarity with computers or with text editing. They con-
sist of a series of text editing sessions, which will lead you through the fundamental steps of
creating and revising a file of text. After scanning each lesson and before beginning the next,
you should follow the examples at a terminal to get a feeling for the actual process of text edit-
ing. Set aside some time for experimentation, and you will soon become familiar with using the
computer to write and modify text. In addition to the actual use of the text editor, other features
of UNIX will be very important to your work. You can begin to learn about these other features by
reading UNIX for Beginners or one of the other tutorials that provide a general introduction to the
system. You will be ready to proceed with this lesson as soon as you are familiar with your ter-
minal and its special keys, the login procedure, and the ways of correcting typing errors. Let's
first define some terms:

program A set of instructions given to the computer, describing the sequence of steps that
the computer performs in order to accomplish a specific task. As an example, a
series of steps to balance your checkbook is a program.

UNIX UNIX is a special type of program called an operating system. It supervises the
machinery and all other programs comprising the total computer system.
edit edit is the name of the UNIX text editor that you will be learning to use. A text edi-

tor (or “editor” for short) is a program that aids you in writing or revising text. Edit
was designed for beginning users, and is a simplified version of an editor called
ex.

file Each uNix account is allotted space for the permanent storage of information, such
as programs, data or text. A file is a logical unit of data, for example, an essay, a
program, or a chapter from a book, which is stored on a computer system. Once
you create a file, it is kept until you instruct the system to remove it. You may
create a file during one UNIX session, log out, and return to use it at a later time.
Files contain anything you choose to write and store in them. The sizes of files
vary to suit your needs; one file might hold only a single number while another
might contain a very long document or program. The only way to save information
from one session to the next is to store it in a file.

filename Filenames distinguish one file from another. They serve the same purpose as the
labels of manila folders in a file cabinet. In order to get access to information in a
file, you use the name of that file in a UNIX command, and the system automatically
locates the file.
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disk Files are stored on an input/output device called a disk, which looks something like
a stack of phonograph records. Each surface is coated with a material similar to
the coating on magnetic recording tape, on which information is recorded.

buffer A temporary work space, made available to the user for the duration of a session
of text editing and used for building and modifying the text file. We can imagine
the buffer as a blackboard that is erased after each class, where each session with
the editor is a class.

Session 1: Creating a File of Text

To use the editor you must first make contact with the computer by logging in to UNIX.
We'll quickly review the standard UNIX login procedure.

If the terminal you are using is directly linked to the computer, turn it on and press carriage
return, usually labeled “RETURN". If your terminal connects with the computer over a telephone
line, turn on the terminal, dial the system access number, and, when you hear a high-pitched
tone, place the receiver of the telephone in the acoustic coupler. Press carriage return once
and wait for the login message:

:login:

Type your login name, which identifies you to UNIX, on the same line as the login message,
and press carriage return. If the terminal you are using has both upper and lower case, be sure
you enter your login name in lower case; otherwise UNIX assumes your terminal has only upper
case and will not recognize lower case letters you may type. UNIX types “:login:” and you reply
with your login name, for example “susan’:

:login: susan (and press carriage return)

(In the examples, input typed by the user appears in bold to distinguish it from the responses
from UNIX.)

UNIX next responds with a request for a password as an additional precaution to prevent
unauthorized people from using your account. The password does not appear when you type it,
to prevent others from seeing it. The message is:

Password: (type your password and press carriage return)

If any of the information you gave during the login sequence was mistyped or incorrect, UNIX
responds with

Login incorrect.

slogin:
in which case you should start the login process anew. Assuming that you have successfully
logged in, UNIX may print the message of the day and eventually presents you with a $ or % at

the beginning of a fresh line. The $ or % is the UNIX prompt symbol, which tells you that UNIX is
ready to accept a command.

Asking for edit

You are ready to tell UNIX that you want to work with edit, the text editor. Now is a con-
venient time to choose a name for the file of text that you are about to create. To begin your
editing session type edit followed by a space and then the filename you have selected, for
example “text”. When you have completed the command, press carriage return and wait for
edit’'s response:



$ edit text (followed by a carriage return)
"text" No such file or directory

If you typed the command correctly, you are now in communication with edit. Edit has set aside
a buffer for use as a temporary working space during your current editing session. It also
checked to see if the file you named, “text”, already existed. As we expected, it was unable to
find such a file since “text” is the name of a new file. Edit confirms this with the line:

"text" No such file or directory

On the next line appears edit's prompt “:”, announcing that edit expects a command from you.
You may now begin to create the new file.

The “‘not found”’ Message
If you misspelled “edit” by typing, say, “editor”, your request is handled as follows:

$ editor
editor: not found
$

Your mistake in calling edit “editor” was treated by UNIX as a request for a program named “edi-
tor”. Since there is no program named “editor”, UNIX reported that the program was “not found".
A new $ indicates that UNIX is ready for another command, so you may enter the correct com-
mand.

Summary

Your exchange with UNIX as you logged in and made contact with edit should look some-
thing like this:

:login: susan

Password:

Computer Center UNIX System

... A Message of General Interest ...
$ edit text

"text" No such file or directory

Entering Text

You may now begin to enter text into the buffer. This is done by appending text to what-
ever is currently in the buffer. Since there is nothing in the buffer at the moment, you are
appending text to nothing; in effect, you are creating text. Most edit commands have two forms:
a word that describes what the command does and a shorter abbreviation of that word. Either
form may be used. Many beginners find the full command names easier to remember, but once
you are familiar with editing you may prefer to type the shorter abbreviations. The command to
input text is “append” which may be abbreviated “a”. Type append and press carriage return.

% edit text
:append

Messages from edit

If you make a mistake in entering a command and type something that edit does not
recognize, edit responds with a message intended to help you diagnose your error. For exam-
ple, if you misspell the command to input text by typing, perhaps, “add” instead of “append” or
“a”, you receive this message:



:add
add: Not an editor command

When you receive a diagnostic message, check what you typed in order to determine what part
of your command confused edit. The message above means that edit was unable to recognize
your mistyped command and, therefore, did not execute it. Instead, a new ":" appeared to let
you know that edit is again ready to execute a command.

Text Input Mode

By giving the command “append” (or using the abbreviation “a”), you entered text input
mode, also known as append mode. When you enter text input mode, edit responds by doing
nothing. You do not receive any prompts while in text input mode. This is your signal that you
are to begin entering lines of text. You can enter pretty much anything you want on the lines.
The lines are transmitted one by one to the buffer and held there during the editing session.
You may append as much text as you want. When you wish to stop entering text, type a period
as the only character on the line and press carriage return. When you give this signal, you exit
from text input mode and reenter command mode. Edit again prompts you for a command by
printing *:".

Leaving append mode does not destroy the text in the buffer. You have to leave append
mode to do any of the other kinds of editing, such as changing, adding, or printing text. If you
type a period as the first character and type any other character on the same line, edit believes
you want to remain in append mode and does not let you out. As this can be very frustrating,
be sure to type only the period and carriage return.

This is as good a place as any to learn an important lesson about computers and text: a
blank space is a character as far as a computer is concerned. If you so much as type a period
followed by a blank (that is, type a period and then the space bar on the keyboard), you will
remain in append mode with the last line of text being:

Let's say that the lines of text you enter are (try to type exactly what you see, including “thiss”):

This is some sample text.
And thiss is some more text.
Text editing is strange, but nice.

The last line is the period followed by a carriage return that gets you out of append mode. If
while typing the line you hit an incorrect key, recall that you may delete the incorrect character
or cancel the entire line of input by erasing in the usual way. Erasing a character or cancelling a
line must be done before the line has been completed by a carriage return. We will discuss
changes in lines already typed in session 2.

Writing Text to Disk

You are now ready to edit the text. The simplest kind of editing is to write it to disk as a
file for safekeeping after the session is over. This is the only way to save information from one
session to the next, since the editor’s buffer is temporary and lasts only until the end of the edit-
ing session. Thus, learning how to write a file to disk is second in importance only to entering
the text. To write the contents of the buffer to a disk file, use the command “write” (or its abbre-
viation “w”"):

.write

Edit copies the buffer to a disk file. If the file does not yet exist, a new file is created automati-
cally and the presence of a “[New file]” is noted. The newly-created file is given the name
specified when you entered the editor, in this case “text”. To confirm that the disk file has been
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successfully written, edit repeats the filename and gives the number of lines and the total
number of characters in the file. The buffer remains unchanged by the “write” command. All of
the lines that were written to disk are still in the buffer, should you want to modify or add to
them.

Edit must have a filename to use before it can write a file. If you forgot to indicate the
name of the file when you began the editing session, edit prints

No current filename

in response to your write command. If this happens, you can specify the filename in a new
write command:

: write text

After the “write” (or “w”) type a space and then the name of the file.

Signing Off

We have done enough for this first lesson on using the UNIX text editor, and are now ready
to quit the edit session. To do this we type “quit” (or “q") and press carriage return:

:write

rtext" [New file] 3 lines, 90 characters

:quit »

$
The $ is from UNIX to tell you that your session with edit is over and you may command UNIX
further. Since we want to end the entire session at the terminal we also need to exit from UNIX.
In response to the UNIX prompt of “% " type a “control d”. This is done by holding down the con-
trol key (usually labeled “CTRL") and simultaneously pressing the d key. This ends your session
with UNIX and makes the terminal ready for the next user. It is always important to type a
“control-d” at the end of a session to make absolutely sure no one could accidentally stumble
into your abandoned session and thus gain access to your files, tempting even the most honest
of souls.

This is the end of the first session on UNIX text editing.
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Session 2
Login with UNIX as in the first session:

:login: susan (carriage return)

Password: (give password and carriage return)
Computer Center UNIX System
$

This time when you say that you want to edit, you can specify the name of the file you worked
on last time. This starts edit working and it fetches the contents of the file into the buffer, so
that you can resume editing the same file. When edit has copied the file into the buffer, it
repeats the file name and tells you the number of lines and characters the file contains. Thus,

$ edit text
ntext" 3 lines, 90 characters

means you asked edit to fetch the file named “text” for editing, causing it to copy the 90 charac-
ters of text into the buffer. Edit awaits your further instructions. In this session, we will append
more text to our file, print the contents of the buffer, and learn to change the text of a line.

Adding More Text to the File

If you want to add to the end of your text you may do so by using the append command to
enter text input mode. Here we'll use the abbreviation for the append command, “a”:
:a
This is text added in Session 2.

it doesn’t mean much here, but
it does illustrate the editor.

Interrupt

Should you press the RUBOUT key (sometimes labeled DELETE) while working with edit, it
will send this message to you:

Interrupt

Any command that edit might be executing is terminated by RusouT or DELETE, causing edit
to prompt you for a new command. |f you are appending text at the time, you exit from append
mode and return to command mode. The line of text that you were typing when the append
command was interrupted is not entered into the buffer.

Making Corrections

If you have read a general introduction to UNIX, such as UNIx for Beginners, you will recall
that you may erase individual letters that you have typed. This is done by typing the designated
erase character, usually the number sign (#), as many times as there are characters you want
to erase. If you make a bad start in a line and would like to begin again, this technique is
cumbersome - what if you had 15 characters in your line and wanted to get rid of them? To do
so either requires:

This is yucky tex# #########H#H#AH
with no room for the great text you'd like to type, or,
This is yucky tex@This is great text.
When you type the at-sign (@), you erase the entire line typed so far. You may immediately
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begin to retype the line. This, unfortunately, does not help after you type the line and press car-
riage return. To make corrections in lines that have been completed, you must use the editing
commands covered in this session and those that follow. :

Listing What's in the Buffer

Having appended text to what you wrote in Lesson 1, you might be curious to see what is
in the buffer. To print the contents of the buffer, type the command:

:1,8p
The “1" stands for line 1 of the buffer, the “$" is a special symbol designating the last line of the

.buffer, and “p” (or print) is the command to print from line 1 to the end of the buffer. Thus,

"1,$p" gives you:

This is some sample text.

And thiss is some more text.
Text editing is strange, but nice.
This is text added in Session 2.
It doesn't mean much here, but
it does illustrate the editor.

Occasionally, you may enter into the buffer a character that can't be printed, which is done by
striking a key while the CTRL key is depressed. In printing lines, edit uses a special notation to
show the existence of non-printing characters. Suppose you had introduced the non-printing
character “control-a” into the word “illustrate” by accidently holding down the CTRL key while
typing “a”. Edit would display

it does illustr"Ate the editor.

if you asked to have the line printed. To represent the control-a, edit shows “"A”. The
sequence “*” followed by a capital letter stands for the one character entered by holding down
the CTRL key and typing the letter that appears after the “*”. We'll soon discuss the commands
that can be used to correct this typing error.

In looking over the text we see that “this” is typed as “thiss” in the second line, as sug-
gested. Let's correct the spelling.

Finding Things in the Buffer

In order to change something in the buffer we first need to find it. We can find “thiss” in
the text we have entered by looking at a listing of the lines. Physically speaking, we search the
lines of text looking for “thiss” and stop searching when we have found it. To tell edit to search
for something type it inside slash marks:

: /thiss/

By typing /thiss/ and pressing carriage return edit is instructed to search for “thiss”. If we
asked edit to look for a pattern of characters that it could not find in the buffer, it would respond
“Pattern not found”. When edit finds the characters “thiss”, it prints the line of text for your
inspection:

And thiss is some more text.

Edit is now positioned in the buffer at the line that it just printed, ready to make a change in the
line.

The Current Line

At all times during an editing session, edit keeps track of the line in the buffer where it is
positioned. In general, the line that has been most recently printed, entered, or changed is con-
sidered to be the current position in the buffer. You can refer to your current position in the
buffer by the symbol period (.) usually known by the name “dot”. If you type “.” and carriage
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return you will be instructing edit to print the current line:

And thiss is some more text.

If you want to know the number of the current line, type .= and carriage return, and edit
responds with the line number:

2

If you type the number of any line and a carriage return, edit positions you at that line and prints
its contents:

12

And thiss is some more text.

You should experiment with these commands to assure yourself that you understand what they
do.

Numbering Lines (nu)
The number (nu) command is similar to print, giving both the number and the text of each
printed line. To see the number and the text of the current line type
‘nu
2 And thiss is some more text.

Notice that the shortest abbreviation for the number command is “nu” (and not “n’,” which is
used for a different command). You may specify a range of lines to be listed by the number
command in the same way that lines are specified for print. For example, “1,$nu” lists all lines
in the buffer with the corresponding line numbers.

Substitute Command (s)

Now that we have found our misspelled word it is time to change it from “thiss” to “this”.
As far as edit is concerned, changing things is a matter of substituting one thing for another. As
a stood for append, so s stands for substitute. We use the abbreviation “s” to reduce the
chance of mistyping the substitute command. This command instructs edit to make the change:

2s/thiss/this/

We first indicate the line to be changed, line 2, and then type an “s” to indicate we want substi-
tution. Inside the first set of slashes are the characters that we want to change, followed by the
characters to replace them and then a closing slash mark. To summarize:

2s/ what is to be changed / what to change to /

If edit finds an exact match of the characters to be changed, it makes the change only in the
first occurrence of the characters. If it does not find the characters to be changed it responds:

Substitute pattern match failed

indicating your instructions could not be carried out. When edit does find the characters you
want to change, it makes the substitution and automatically prints the changed line, so that you
can check that the correct substitution was made. In the example,

: 2s/thiss/this/
And this is some more text.

line 2 (and line 2 only) is searched for the characters “thiss”, and when the first exact match is
found, “thiss” is changed to “this”. Strictly speaking, it was not necessary above to specify the
number of the line to be changed. In



: s/thiss/this/

edit assumes that we mean to change the line where we are currently positioned (“.”). In this
case, the command without a line number would have produced the same result because we
were already positioned at the line we wished to change.

For another illustration of substitution we may choose the line:
Text editing is strange, but nice.

We might like to be a bit more positive. Thus, we could take out the characters “strange, but "
so the line would read:

Text editing is nice.
A command that first positions edit at that line and then makes the substitution is:
:/strange/s/strange, but //
Here we have combined our search with our substitution. Such combinations are perfectly
legal. This illustrates that we do not necessarily have to use line numbers to identify a line to

edit. Instead, we may identify the line we want to change by asking edit to search for a speci-
fied pattern of letters that occurs in that line. The parts of the above command are:

/strange/ tells edit to find the characters
“strange” in the text

S tells edit we want to make a substitution

/strange, but /  substitutes nothing at all for
the characters “strange, but "

You should note the space after “but” in “/strange, but /”. If you do not indicate the space
is to be taken out, your line will be:
Text editing is nice.
which looks a little funny because of the extra space between “is” and “nice”. Again, we realize

from this that a blank space is a real character to a computer, and in editing text we need to be
aware of spaces within a line just as we would be aware of an “a” or a “4".

Another Way to List What's in the Buffer (z)

Although the print command is useful for looking at specific lines in the buffer, other com-
mands can be more convenient for viewing large sections of text. You can ask to see a screen
full of text at a time by using the command z. If you type

12

edit starts with line 1 and continues printing lines, stopping either when the screen of your ter-
minal is full or when the last line in the buffer has been printed. If you want to read the next
segment of text, give the command

4

If no starting line number is given for the z command, printing starts at the “current” line, in this
case the last line printed. Viewing lines in the buffer one screen full at a time is known as pag-
ing. Paging can also be used to print a section of text on a hard-copy terminal.
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Saving the Modified Text
This seems to be a good place to pause in our work, and so we should end the second
session. If you (in haste) type “q” to quit the session your dialogue with edit will be:
‘q
No write since last change (q! quits)

This is edit's warning that you have not written the modified contents of the buffer to disk. You
run the risk of losing the work you have done during the editing session since the latest write
command. Since in this lesson we have not written to disk at all, everything we have done would
be lost. If we did not want to save the work done during this editing session, we would have to
type “q!” to confirm that we indeed wanted to end the session immediately, losing the contents
of the buffer. However, since we want to preserve what we have edited, we need to say:
w
"text" 6 lines, 171 characters

and then,
‘q
$ {control d}

and hang up the phone or turn off the terminal when UNIX asks for a name. This is the end of
the second session on UNIX text editing.
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Session 3

Bringing Text into the Buffer (e)
Login to UNIX and make contact with edit. Try to login without looking at the notes.
Did you remember to give the name of the file you wanted to edit? That is, did you say

% edit text
or simply
% edit

Both ways get you in contact with edit, but the first way brings a copy of the file named “text”
into the buffer. If you did forget to tell edit the name of your file, you can get it into the buffer by
saying:

e text
"text" 6 lines, 171 characters

The command edit, which may be abbreviated “e”, tells edit that you want to erase anything
that might already be in the buffer and bring a copy of the file “text” into the buffer for editing.
You may also use the edit () command to change files in the middle of an editing session or to
give edit the name of a new file that you want to create. Because the edit command clears the
buffer, you receive a warning if you try to edit a new file without having saved a copy of the old
file. This gives you a chance to write the contents of the buffer to disk before editing the next
file.

Moving Text in the Buffer (m)

Edit allows you to move lines of text from one location in the buffer to another by means of
the move (m) command:

:2,4m$

This command directs edit to move lines 2, 3, and 4 to the end of the buffer ($). The format for
the move command is to specify the first line to be moved, the last line to be moved, the move
command “m”, and the line after which the moved text is to be placed. Thus,

:1,6m20

instructs edit to move lines 1 through 6 (inclusive) to a position after line 20 in the buffer. To
move only one line, say, line 4, to a position in the buffer after line 6, the command would be
“4am6”.

Let's move some text using the command:

:5,$m1
2 lines moved
it does illustrate the editor.

After executing a command that changes more than one line of the buffer, edit tells how many
lines were affected by the change. The last moved line is printed for your inspection. If you
want to see more than just the last line, use the print (p), z, or number (nu) command to view
more text. The buffer should now contain:

This is some sample text.

it doesn’'t mean much here, but
it does illustrate the editor.

And this is some more text.
Text editing is nice.

This is text added in Session 2.

We can restore the original order by typing:



-12-

:4,$m1
or, combining context searching and the move command:
:/And this is some/,/This is text/m/This is some sample/

The problem with combining context searching with the move command is that the chance of
making a typing error in such a long command is greater than if one types line numbers.

Copying Lines (copy)

The copy command is used to make a second copy of specified lines, leaving the original
lines where they were. Copy has the same format as the move command, for example:

:12,15copy $

makes a copy of lines 12 through 15, placing the added lines after the buffer's end ($). Experi-
ment with the copy command so that you can become familiar with how it works. Note that the
shortest abbreviation for copy is “co” (and not the letter “c”, which has another meaning).

Deleting Lines (d)
Suppose you want to delete the line
This is text added in Session 2.

from the buffer. If you know the number of the line to be deleted, you can type that number fol-
lowed by “delete” or “d”. This example deletes line 4:

:4d

It doesn't mean much here, but
Here “4” is the number of the line to be deleted and “delete” or “d” is the command to delete
the line. After executing the delete command, edit prints the line that has become the current
line (".").

If you do not happen to know the line number you can search for the line and then delete it

using this sequence of commands:

:/added in Session 2./

This is text added in Session 2.

:d

It doesn’t mean much here, but
The “/added in Session 2./" asks edit to locate and print the next line that contains the indicated
text. Once you are sure that you have correctly specified the line that you want to delete, you
can enter the delete (d) command. In this case you don't need to specify a line number before
the “d”. If no line number is given, edit deletes the current line (“.”), that is, the line found by
our search. After the deletion, your buffer should contain:

This is some sample text.

And this is some more text.
Text editing is nice.

it doesn’t mean much here, but
it does illustrate the editor.

To delete both lines 2 and 3:

And this is some more text.
Text editing is nice.

you type
:2,3d
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which specifies the range of lines from 2 to 3, and the operation on those lines - “d" for delete.

Again, this presumes that you know the line numbers for the lines to be deleted. If you do
not you might combine the search command with the delete command as so:

:/And this is some/,/Text editing is nice./d

A word or two of caution:

In using the search function to locate lines to be deleted you should be absolutely sure
the characters you give as the basis for the search will take edit to the line you want deleted.
Edit searches for the first occurrence of the characters starting from where you last edited - that
is, from the line you see printed if you type dot (.).

A search based on too few characters may result in the wrong lines being deleted, which
edit will do as easily as if you had meant it. For this reason, it is usually safer to specify the
search and then delete in two separate steps, at least until you become familiar enough with
using the editor that you understand how best to specify searches. For a beginner it is not a
bad idea to double-check each command before pressing carriage return to send the command
on its way.

Undo (u) to the Rescue

The undo (u) command can reverse the effects of the last command. To undo the previ-
ous command, type “u” or “undo”. Undo can rescue the contents of the buffer from many an
unfortunate mistake. However, its powers are not unlimited, so it is still wise to be reasonably
careful about the commands you give. It is possible to undo only commands that have the
power to change the buffer, for example delete, append, move, copy, substitute, and even undo
itself. The commands write (w) and edit (e), which interact with disk files, cannot be undone,
nor can commands such as print that do not change the buffer. Most importantly, the only com-
mand that can be reversed by undo is the one last “undo-able” command you gave.

To illustrate, let's issue an undo command. Recall that the last buffer-changing command
we gave deleted the lines formerly numbered 2 and 3. Executing undo at this moment reverses
the effects of the deletion, causing those two lines to be replaced in the buffer.

‘u
2 more lines in file after undo
And this is some more text.

Here again, edit informs you if the command affects more than one line, and prints the text of
the line, which is now “dot” (the current line).

More about the Dot (.) and Buffer End ($)
The function assumed by the symbol dot depends on its context. It can be used

1. to exit from append mode. To do this, we type dot (and only a dot) on a line and press
carriage return;

2. to refer to the line we are at in the buffer.

Dot can also be combined with the equal sign to get the number of the line currently being
edited:

Thus if we type “.=" we are asking for the number of the line and if we type ".” we are asking
for the text of the line.

In this editing session and the last, we used the dollar sign to indicate the end of the buffer
in commands such as print, copy, and move. The dollar sign as a command asks edit to print
the last line in the buffer. If the dollar sign is combined with the equal sign ($=) edit will print
the line number corresponding to the last line in the buffer.
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“.” and “$” therefore represent line numbers. Whenever appropriate, these symbols can
be used in place of line numbers in commands. For example

t.,$d
instructs edit to delete all lines from the current line (.) to the end of the buffer.

Moving around in the Buffer (4 and -)

During an editing session, you often want to go back and re-read a previous line. You
could specify a context search for a line you want to read if you remember some of its text, but
if you simply want to see what was written a few, say 3, lines ago, you can type

-3p

This tells edit to move back to a position 3 lines before the current line (.) and print that line.
We can move forward in the buffer similarly:

+2p
instructs edit to print the line that is 2 ahead of our current position.
You may use “4" and “-” in any command where edit accepts line numbers. Line
numbers specified with “4-" or “-" can be combined to print a range of lines. The command
:-1,4+2copy$

makes a copy of 4 lines: the current line, the line before it, and the two after it. The copied
lines are placed after the last line in the buffer ($).

Try typing only “-"; you move back one line just as if you had typed “-1p”. Typing the
command “4" works similarly. You might also try typing a few plus or minus signs in a row
(such as “4++") to see edit's response. Typing a carriage return alone on a line is the
equivalent of typing “4-1p”; it moves you one line ahead in the buffer and prints that line.

If you are at the last line of the buffer and try to move further ahead, perhaps by typing a
“4+” or a carriage return alone on the line, edit reminds you that you are at the end of the
buffer:

At end-of-file
Similarly, if you try to move to a position before the first line, edit prints one of these messages:

Nonzero address required on this command
Negative address - first buffer line is 1

The number associated with a buffer line is the line's “address”, because it can be used to
_ locate the line.

Changing Lines (c)

You may on occasion want to delete certain lines and insert new text in their place. This
can be accomplished easily with the change (c) command. The change command instructs edit
to delete specified lines and then switch to text input mode in order to accept the text that
replaces them. Let's say we want to change the first two lines in the buffer:

This is some sample text.
And this is some more text.

to read
This text was created with the UNIX text editor.
To do so, you can type:
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:1,2¢
2 lines changed
This text was created with the UNiIx text editor.

In the command 1,2¢ we specify that we want to change the range of lines beginning with 1 and
ending with 2 by giving line numbers as with the print command. These lines will be deleted.
After a carriage return enters the change command, edit notifies you if more than one line will
be changed and places you in text input mode. Any text then typed on the following lines is
inserted into the position where lines were deleted by the change command. You remain in text
input mode until you exit in the usual way, by typing a period alone on a line. Note that the
number of lines added to the buffer need not be the same as the number of lines deleted.

This is the end of the third session on text editing with UNIX.
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Session 4

This lesson covers several topics, starting with commands that apply throughout the buffer,
characters with special meanings, and how to issue UNIX commands while in the editor. The
next topics deal with files: more on reading and writing, and methods of recovering files lost in a
crash.

Making Commands Global (g)

One disadvantage to the commands we have used for searching or substituting is that if
you have a number of instances of a word to change it appears that you have to type the com-
mand repeatedly, once for each time the change needs to be made. Edit, however, provides a
way to make commands apply to the entire contents of the buffer - the global (g) command.

To print all lines containing a certain sequence of characters (say, “text”) the command is:
:g/text/p

The “g” instructs edit to make a global search for all lines in the buffer containing the characters
“text”. The “p” prints the lines found.

To issue a global command, start by typing a “g” and then a search pattern identifying the
lines to be affected. Then, on the same line, type the command to be executed on the identified
lines. Global substitutions are frequently useful. For example, to change all instances of the
word “text” to the word “material” the command is a combination of the global search and the
substitute command:

: g/text/s/text/material/g

Note the “g” at the end of the global command which instructs edit to change each and every
instance of “text” to “material”. If you do not type the “g” at the end of the command only the
first instance of “text” in each line is changed (the normal result of the substitute command).
The “g” at the end of the command is independent of the “g” at the beginning. The command

: 14s/text/material/g
changes every instance of “text” in line 14 alone. Further, neither command changes “Text” to
“material” because “Text” begins with a capital rather than a lower-case t.
Edit does not automatically print the lines modified by a global command. If you want the
lines to be printed, type a “p” at the end of the global command:
: g/text/s/text/material/gp

The usual qualification should be made about using the global command in combination with
any other - in essence, be sure of what you are telling edit to do to the entire buffer. For exam-
ple,

:g//d

72 less lines in file after global

deletes every line containing a blank anywhere in it. This could adversely affect your document,
since most lines have spaces between words and thus would be deleted. After executing the
global command, edit prints a warning if the command added or deleted more than one line.
Fortunately, the undo command can reverse the effects of a global command. You should
experiment with the global command on a small buffer of text to see what it can do for you.

More about Searching and Substituting

In using slashes to identify a character string that we want to search for or change, we
have always specified the exact characters. There is a less tedious way to repeat the same
string of characters. To change “noun” to “nouns” we may type either

: /noun/s/noun/nouns/
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as we have done in the past, or a somewhat abbreviated command:
:/noun/s//nouns/

In this example, the characters to be changed are not specified - there are no characters, not
even a space, between the two slash marks that indicate what is to be changed. This lack of
characters between the slashes is taken by the editor to mean “use the characters we last
searched for as the characters to be changed.”

Similarly, the last context search may be repeated by typing a pair of slashes with nothing
between them:

:/does/

It doesn’'t mean much here, but
o

it does illustrate the editor.

Because no characters are specified for the second search, the editor scans the buffer for the
next occurrence of the characters “does”.

Edit normally searches forward through the buffer, wrapping around from the end of the
buffer to the beginning, until the specified character string is found. If you want to search in the
reverse direction, use question marks (?) instead of slashes to surround the character string.

Special Characters

Two characters have special meanings when used in specifying searches: “$" and whe,
Edit understands “$” to mean “end of the line” and is used to identify strings that occur at the
end of a line. The command

:g/ing$/s//ed/p
tells the editor to search for all lines ending in “ing” (and nothing else, not even a blank space),
to change each final “ing” to “ed” and print the changed lines.
The symbol “*” indicates the beginning of a line. Thus,

/', 1
instructs the editor to insert “1.” and a space at the beginning of the current line.

The characters “$" and “*" have special meanings only in the context of searching. At
other times, they are ordinary characters. If you ever need to search for a character that has a
special meaning, you must indicate that the character is to temporarily lose its special signifi-
cance by typing another special character, the backslash (\), before it.

:s/\$/dollar/

looks for the character “$" in the current line and replaces it by the word “dollar”. Were it not for
the backslash, the “$” would have represented “the end of the line” in your search, not neces-
sarily the character “$". The backslash retains its special significance at all times.

Issuing uNix Commands from the Editor

After creating several files with the editor, you may want to delete files no longer useful to
you or ask for a list of your files. Removing and listing files are not functions of the editor, and
so they require the use of UNIX system commands (also referred to as “shell” commands, as
“shell” is the name of the program that processes UNIX commands). You do not need to quit the
editor to execute a UNIX command as long as you indicate that it is to be sent to the shell for
execution. To use the UNIX command rm to remove the file named “junk” type:

:Irm junk
!
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The exclamation mark (!) indicates that the rest of the line is to be processed as a UNIX com-
mand. If the buffer contents have not been written since the last change, a warning is printed
before the command is executed. The editor prints a “'!” when the command is completed. The
tutorial unix for Beginners describes useful features of the system, of which the editor is only
one part.

Filenames and File Manipulation

Throughout each editing session, edit keeps track of the name of the file being edited as
the current filename. Edit remembers as the current filename the name given when you entered
the editor. The current filename changes whenever the edit (e) command is used to specify a
new file. Once edit has recorded a current filename, it inserts that name into any command
where a filename has been omitted. If a write command does not specify a file, edit, as we
have seen, supplies the current filename. You can have the editor write onto a different file by
including its name in the write command:

:w chapter3
"chapter3" 283 lines, 8698 characters

The current filename remembered by the editor is not changed as a result of the write com-
mand unless it is the first filename given in the editing session. Thus, in the next write com-
mand which does not specify a name, edit writes onto the current file and not onto the file
“chapter3".

The File (f) Command

To ask for the current filename, type file (or f). In response, the editor provides current
information about the buffer, including the filename, your current position, and the number of
lines in the buffer:

M |

"text" [Maodified] line 3 of 4 --75%--
If the contents of the buffer have changed since the last time the file was written, the editor tells
you that the file has been “[Modified]”. After you save the changes by writing onto a disk file,
the buffer is no longer considered modified:

"
rtext" 4 lines, 88 characters
f
"text" line 3 of 4 --75%--

Reading Additional Files (r)

The read (r) command allows you to add the contents of a file to the buffer without des-
troying the text already there. To use it, specify the line after which the new text will be placed,
the command r, and then the name of the file.

:$r bibliography
"bibliography" 18 lines, 473 characters
This command reads in the file bibliography and adds it to the buffer after the last line. The

current filename is not changed by the read command unless it is the first filename given in the
editing session.

Writing Parts of the Buffer

The write (w) command can write all or part of the buffer to a file you specify. We are
already familiar with writing the entire contents of the buffer to a disk file. To write only part of
the buffer onto a file, indicate the beginning and ending lines before the write command, for
example
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:45,3w ending

Here all lines from 45 through the end of the buffer are written onto the file named ending. The
lines remain in the buffer as part of the document you are editing, and you may continue to edit
the entire buffer.

Recovering Files

Under most circumstances, edit’s crash recovery mechanism is able to save work to within
a few lines of changes after a crash or if the phone is hung up accidently. To recover the file,
enter the editor and type the command recover (rec), followed by the name of the lost file.

:recover chap6

Recover is sometimes unable to save the entire buffer successfully, so always check the con-
tents of the saved buffer carefully before writing it back onto the original file.

Other Recovery Techniques

If something goes wrong when you are using the editor, it may be possible to save your
work by using the command preserve (pre), which saves the buffer as if the system had
crashed. If you are writing a file and you get the message “Quota exceeded”, you have tried to
use more disk storage than is allotted to your account. Proceed with caution because it is likely
that only a part of the editor’s buffer is now present in the file you tried to write. In this case you
should use the shell escape from the editor (!) to remove some files you don't need and try to
write the file again. If this is not possible and you cannot find someone to help you, enter the
command

:preserve

and then seek help. Do not simply leave the editor. If you do, the buffer will be lost, and you
may not be able to save your file. After a preserve, you can use the recover command once the
problem has been corrected.
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1. Starting Ex

Each instance of the editor has a set of options, which can be set to tailor it to your liking.
The command edit invokes a version of ex designed for more casual or beginning users. It
causes the default settings of some of these options to be changed. To simplify the description
that follows, we assume the default settings of the options.

When invoked, ex determines the terminal type from the TERM variable in the environment.
It there is a TERMCAP variable in the environment, and the type of the terminal described there
matches the TERM variable, then that description is used. Also if the TERMCAP variable contains a
pathname (beginning with a /) then the editor seeks the description of the terminal in that file
(rather than the default /etc/termcap.) If the environment contains a variable ExiNIT, then the
editor executes the commands in that variable; otherwise if there is a file .exrc in your HOME
directory ex reads commands from that file, simulating a source command. Option setting
commands placed in EXINIT or .exrc are executed before each editor session.

A command to enter ex has the following prototype:t
ex [-] [-v] [-t tag] [-r] [-1] [-wn] [-X] [-R] [4-command] name ...
Most commonly, you simply edit a single file, as in
ex name

The - command line option option suppresses all interactive-user feedback and is useful in pro-
cessing editor scripts in command files. The -v option is equivalent to using vi rather than ex.
The -t option is equivalent to an initial tag command, editing the file containing the tag and
positioning the editor at its definition. The -r option recovers the last saved version of the
named file after an editor or system crash. If no file is specified, a list of saved files is typed.
The -l option sets up for editing LISP, setting the showmatch and lisp options. The -w option
sets the default window size to n, and is useful on dialups to start in small windows. The -x
option causes ex to prompt for a key, which is used to encrypt and decrypt the contents of the
file. The file should already be encrypted using the same key, see crypt(1). The -R option sets
the readonly option at the start. Name arguments indicate files to be edited. An argument of
the form 4-command indicates that the editor should begin by executing the specified com-
mand. If command is omitted, then it defaults to “$", positioning the editor at the last line of the
first file. Other useful commands are scanning patterns of the form “/pat” or line numbers, e.g.
“4-100" starting at line 100.

2. File Manipulation

1 Brackets [ ‘] surround optional parameters here.



2.1. Current File

Ex is normally editing the contents of a single file, whose name is recorded in the current
file name. Ex performs all editing actions in a buffer (actually a temporary file) into which the
text of the file is initially read. Changes made to the buffer have no effect on the file being
edited unless and until the buffer contents are written out to the file with a write command.
After the buffer contents are written, the previous contents of the written file are no longer
accessible. When a file is edited, its name becomes the current file name, and its contents are
read into the buffer.

The current file is almost always considered to be edited. This means that the contents of
the buffer are logically connected with the current file name, so that writing the current buffer
contents onto that file, even if it exists, is reasonable. If the current file is not edited then ex
does not normally write on it if it already exists.”

2.2. Alternate File

Each time a new value is given to the current file name, the previous current file name is
saved as the alternate file name. Similarly if a file is mentioned but does not become the
current file, it is saved as the alternate file name.

2.3. Filename Expansion

Filenames within the editor may be specified using the normal shell expansion conven-
tions. In addition, the character ‘%’ in filenames is replaced by the current file name and the
character ‘#' by the alternate file name.t

2.4. Multiple Files and Named Buffers

If more than one file is given on the command line, then the first file is edited as described
above. The remaining arguments are placed with the first file in the argument list. The current
argument list may be displayed with the args command. The next file in the argument list may
be edited with the next command. The argument list may also be respecified by specifying a
list of names to the next command. These names are expanded, the resulting list of names
becomes the new argument list, and ex edits the first file on the list.

2.5. Read Only

You can use ex in read only mode to look at files that you have no intention of modifying.
This mode protects you from accidently overwriting the file. Read only mode is on when the
readonly option is set. It can be turned on with the -R command line option, by the view com-
mand line invocation, or by setting the readonly option. It can be cleared by setting
noreadonly. You can write, even while in read only mode, if you know what you are doing. You
can write to a different file, or can use the ! form of write.

3. Exceptional Conditions

3.1. Errors and Interrupts

When errors occur, ex usually rings the terminal bell (except on intelligent terminals,
where it makes the screen flash); in any case, it prints an error diagnostic. If the primary input is
from a file, editor processing terminates. If an interrupt signal is received, ex prints “Interrupt”
and returns to its command level. If the primary input is a file, ex exits.

* The file command will say “[Not edited]" if the current file is not considered edited.
t This makes it easy to deal alternately with two files and eliminates the need for retyping the name supplied
on an edit command after a No write since last change diagnostic is received.
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3.2. Recovering from Hangups and Crashes

If a hangup signal is received and the buffer has been modified since it was last written
out, or if the system crashes, either the editor (in the first case) or the system (after it reboots,
in the second) attempts to preserve the buffer. The next time you log in you should be able to
recover the work you were doing, losing at most a few lines of changes from the last point
before the hangup or editor crash. To recover a file you can use the -r option of ex. If you were
editing the file resume, then you should change to the directory where you were when the crash
occurred, and then give the command

ex -r resume

Check that the retrieved file has indeed been salvaged. Then write it over the previous contents
of that file.

The command
ex -r

prints a list of the files that have been saved for you. (In the case of a hangup, the file does not
appear in the list, although it can still be recovered.)

4. Editing Modes

Ex has five distinct modes. The primary mode is command mode. Commands are entered
in command mode when a ‘' prompt is present, and are executed each time a complete line is
sent. In text input mode ex gathers input lines and places them in the file. The append, insert,
and change commands use text input mode. No prompt is printed when you are in text input
mode. You leave insert mode by typing a ‘.’ alone at the beginning of a line, and command
mode resumes.

The last three modes are open and visual modes, entered by the commands of the same
name, and, within open and visual modes text insertion mode. Open and visual modes allow
local editing operations to be performed on the text in the file. The open command displays one
line at a time on any terminal while visual works on CRT terminals with random positioning cur-
sors, using the screen as a (single) window for file editing changes. These modes are
described (only) in An Introduction to Display Editing with Vi.

5. Command Structure

Most command names are English words, and initial prefixes of the words are acceptable
abbreviations. The ambiguity of abbreviations is resolved in favor of the more commonly used
commands.*

5.1. Command Parameters

Most commands accept prefix addresses specifying the lines in the file upon which they
are to have effect. The forms of these addresses are discussed below. A number of commands
also may take a trailing count specifying the number of lines to be involved in the command.t
Thus the command “10p” prints the tenth line in the buffer while “delete 5" deletes five lines
from the buffer, starting with the current line.

Some commands take other information or parameters. This information is always given
after the command name.}

* For example, the command substitute can be abbreviated s’ while the shortest available abbreviation for
the set command is ‘se’.

t Counts are rounded down if necessary.

$ Examples include option names in a set command i.e. "set number”, a file name in an edit command. a
regular expression in a substitute command, or a target address for a copy command, i.e. “1.5 copy 25".



5.2. Command Variants

A number of commands have two distinct variants. The variant form of the command is
invoked by placing an ‘!’ immediately after the command name. Some of the default variants
may be controlled by options; in this case, the ‘I' serves to toggle the default.

5.3. Flags after Commands

The characters ‘#’, ‘p’ and I' may be placed after many commands.* In this case, the
command abbreviated by these characters is executed after the command completes. Since ex
normally prints the new current line after each change, ‘p’ is rarely necessary. Any number of
‘4 or -’ characters may also be given with these flags. If they appear, the specified offset is
applied to the current line value before the printing command is executed.

5.4. Comments

You can give editor commands that are ignored. This is useful when making complex edi-
tor scripts for which comments are desired. The comment character is the double quote: ".
Any command line beginning with " is ignored. Comments beginning with * may also be placed
at the ends of commands, except in cases where they could be confused as part of text (shell
escapes and the substitute commands).

5.5. Multiple Commands per Line

More than one command may be placed on a line by separating each pair of commands
by a | character. However the global commands, comments, and the shell escape "' must be
the last command on a line, as they are not terminated by a .

5.6. Reporting Large Changes

Most commands that change the contents of the editor buffer give feedback if the scope of
the change exceeds a threshold given by the report option. This f€edback helps to detect large
changes so that they may be quickly and easily reversed with an undo if they are undesirable.
After commands with more global effect such as global or visual, you are informed if the net
change in the number of lines in the buffer during this command exceeds this threshold.

6. Command Addressing

6.1. Addressing Primitives

The current line. Most commands leave the current line as the last line
they affect. The default address for most commands is the current line,
thus ‘.’ is rarely used alone as an address.

n The nth line in the editor's buffer, lines being numbered sequentially from
1.

$ The last line in the buffer.

% An abbreviation for “1,$”, the entire buffer.

+n-n An offset relative to the current buffer line.t

/pat/ ?pat? Scan forward and backward respectively for a line containing pat, a regu-

lar expression (as defined below). The scans normally wrap around the
end of the buffer. If you just want to print the next line containing pat,
then the trailing / or ? may be omitted. If pat is omitted or explicitly
empty, then the last regular expression specified is located.

** A 'p’ or ‘I' must be preceded by a blank or tab except in the single special case ‘dp'.
+ The forms *.4+3' ‘43" and '4+" are all equivalent; if the current line is line 100 they all address line 103.
t The forms \/ and \? scan using the last regular expression used in a scan; after a substitute / and ??
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‘X Before each non-relative motion of the current line *.’, the previous current
line is marked with a tag, subsequently referred to as ***’. This makes it
easy to refer or return to this previous context. Marks may also be esta-
blished by the mark command, using single lower case letters x and the
marked lines referred to as ‘“x'.

6.2. Combining Addressing Primitives

Addresses to commands consist of a series of addressing primitives, separated by ‘, or ;.
Such address lists are evaluated left-to-right. When addresses are separated by ‘', the current
line ‘. is set to the value of the previous addressing expression before the next address is inter-
preted. If more addresses are given than the command requires, then all but the last one or two
are ignored. If the command takes two addresses, the first addressed line must precede the
second in the buffer.t

7. Command Descriptions
The following form is a prototype for all ex commands:
address command ! parameters count flags
All parts are optional; the degenerate case is the empty command, which prints the next line in
the file. For sanity with use from within visual mode, ex ignores a “:" preceding any command.

In the following command descriptions, the default addresses are shown in parentheses;
these parentheses are not part of the command.

(.) append abbr: a
text

Reads the input text and places it after the specified line. After the command, °.
addresses the last line input or the specified line if no lines were input. If address ‘0’ is
given, text is placed at the beginning of the buffer.

a!

text
The variant flag to append toggles the setting for the autoindent option during the input of
text.

args
The members of the argument list are printed, with the current argument delimited by '
and 7.

(., .)change count abbr: ¢

text
Replaces the specified lines with the input text. The current line becomes the last line
input; if no lines were input it is left as for a delete.

c!

text

scan using the substitute’s regular expression.
+ Null address specifications are permitted in a list of addresses, the default in this case is the current line '.";
thus ',100' is equivalent to *.,100'". It is an error to give a prefix address to a command that expects none.
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The variant toggles autoindent during the change.
. )copy addr flags abbr: co

A copy of the specified lines is placed after addr, which may be ‘0. The current line *.’
addresses the last line of the copy. The command t is a synonym for copy.

. )delete buffer count flags abbr: d

Removes the specified lines from the buffer. The line after the last line deleted becomes
the current line; if the lines deleted were originally at the end, the new last line becomes
the current line.



edit file abbr: e
ex file

Used to begin an editing session on a new file. The editor first checks to see if the buffer
has been modified since the last write command was issued. [f it has been, a warning is
issued and the command is aborted. The command otherwise deletes the entire contents
of the editor buffer, makes the named file the current file and prints the new filename.

If the read of the file completes without error, the number of lines and characters read is
typed. If there were any non-ascii characters in the file they are stripped of their non-Ascil
high bits, and any null characters in the file are discarded. If none of these errors occurs,
the file is considered edited. If'the last line of the input file is missing the trailing newline
character, it is supplied and a complaint is issued. This command leaves the current line
‘.’ at the last line read.}

e! file

The variant form suppresses the complaint about modifications having been made and not
written from the editor buffer, thus discarding all changes that have been made before edit-
ing the new file.

e +n file

Causes the editor to begin at line n rather than at the last line; n may also be an editor
command containing no spaces, e.g.: “+/pat”.

file abbr: f

Prints the current file name, whether it has been ‘[Modified]’ since the last write command,
whether it is read only, the current line, the number of lines in the buffer, and the percen-
tage of the way through the buffer the current line is.”

file file
The current file name is changed to file, which is considered ‘[Not edited]'.

t If executed from within open or visual, the current line is initially the first line of the file.

* In the rare case that the current file is '[Not edited]' this is noted also; in this case you have to use the form
w! to write to the file, since the editor is not sure that a write will not destroy a file unrelated to the current
contents of the buffer.



(1,9%) global /pat/ cmds abbr: g

First marks each line among those specified that matches the given regular expression.
Then the given command list is executed with *." initially set to each marked line.

The command list consists of the remaining commands on the current input line and may
continue to multiple lines by ending all but the last such line with a *\". If cmds (and possi-
bly the trailing / delimiter) is omitted, each line matching pat is printed. Append, insert,
and change commands and associated input are permitted; the *.’ terminating input may
be omitted if it would be on the last line of the command list. Open and visual commands
are permitted in the command list and take input from the terminal.

The global command itself may not appear in cmds. The undo command is also not per-
mitted there, as undo instead can be used to reverse the entire global command. The
options autoprint and autoindent are inhibited during a global, (and possibly the trailing /
delimiter) and the value of the report option is temporarily infinite, in deference to a report
for the entire global. Finally, the context mark ‘* *' is set to the value of *.’ before the global
command begins and is not changed during a global command, except perhaps by an
open or visual within the global. '

g! /pat/ cmds abbr: v

The variant form of global runs cmds at each line not matching pat.
(.)insert abbr: i
text

Places the given text before the specified line. The current line is left at the last line input;
if there were none input, it is left at the line before the addressed line. This command
differs from append only in the placement of text.

i

text

The variant toggles autoindent during the insert.
(.,.41) join count flags abbr: j

Places the text from a specified range of lines together on one line. White space is
adjusted at each junction to provide at least one blank character, two if there was a . at
the end of the line, or none if the first following character is a ‘)'. If there is already white
space at the end of the line, then the white space at the start of the next line is discarded.

™



i!
The variant causes a simpler jpin with no white space processing; the characters in the
lines are simply concatenated.

() kx
The k command is a synonym for mark. It does not require a blank or tab before the fol-
lowing letter.

(.,.) list count flags

Prints the specified lines in a more unambiguous way: tabs are printed as I and the end
of each line is marked with a trailing ‘$’. The current line is left at the last line printed.

(.) mark x

Gives the specified line mark x, a single lower case letter. The x must be preceded by a
blank or a tab. The addressing form ‘’x’ then addresses this line. The current line is not
affected by this command.

(.,.)move addr abbr: m

The move command repositions the specified lines to be after addr. The first of the
moved lines becomes the current line.

next abbr: n
The next file from the command line argument list is edited.

n!
The variant suppresses warnings about the modifications to the buffer not having been
written out, discarding (irretrievably) any changes that may have been made.

n filelist
n 4-command filelist

The specified filelist is expanded and the resulting list replaces the current argument list;
the first file in the new list is then edited. If command is given (it must contain no
spaces), then it is executed after editing the first such file.

(., .) number count flags abbr: # or nu
Prints each specified line preceded by its buffer line number. The current line is left at the
last line printed.

(. ) open flags abbr: o

(.) open /pat/ flags

Enters intraline editing open mode at each addressed line. If pat is given, then the cursor
is placed initially at the beginning of the string matched by the pattern. To exit this mode
use Q. See An Introduction to Display Editing with Vi for more details.

1

preserve

The current editor buffer is saved as though the system had just crashed. This command
is for use only in emergencies when a write command has resulted in an error and you
don’t know how to save your work. After a preserve you should seek help.

(.,.)print count abbr:por P

Prints the specified lines with non-printing characters printed as control characters “x'
delete (octal 177) is represented as “2'. The current line is left at the last line printed.

t Not available in all editors due to memory constraints.
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( . ) put buffer abbr: pu
Puts back previously deleted or yanked lines. Normally used with delete to effect move-

ment of lines, or with yank to effect duplication of lines. If no numbered buffer is speci-
fied, then the last deleted or yanked text is restored.”

quit abbr: q

Causes ex to terminate. No automatic write of the editor buffer to a file is performed.
However, ex issues a warning message if the file has changed since the last write com-
mand was issued, and does not quit.f Normally, you will wish to save your changes, and
you should give a write command; if you wish to discard them, use the q! command vari-
ant.

q!
Quits from the editor, discarding changes to the buffer. No diagnostic message is issued.

* But no modifying commands may intervene between the delete or yank and the put, nor may lines be
moved between files.
+ Ex will also issue a diagnostic if there are more files in the argument list.
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(. ) read file abbr: r

Places a copy of the text of the given file in the editing buffer after the specified line. If no
file is given the current file name is used. The current file name is not changed unless
there is none in which case file becomes the current name. The sensibility restrictions for
the edit command apply here also. If the file buffer is empty and there is no current name
then ex treats this as an edit command.

Address ‘0’ is legal for this command and causes the file to be read at the beginning of the
buffer. Statistics are given as for the edit command when the read successfully ter-
minates. After a read the current line is the last line read.

(.)read !'command

Reads the output of the command command into the buffer after the specified line. A
blank or tab before the ! is mandatory.

recover file

Recovers file from the system save area. Used after a accidental hangup of the phone**
or a system crash** or preserve command.

rewind . abbr: rew

The argument list is rewound, and the first file in the list is edited.
rew!

Rewinds the argument list discarding any changes made to the current buffer.
set parameter

With no arguments, prints those options whose values have been changed from their
defaults; with parameter all it prints all of the option values.

t Within open and visual the current line is set to the first line read rather than the last.
** The system saves a copy of the file you were editing only if you have made changes to the file.
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Giving an option name followed by a ‘?' causes the current value of that option to be
printed. The ‘?’ is unnecessary unless the option is Boolean valued. Boolean options are
given values either by the form ‘set option’ to turn them on or ‘set nooption’ to turn them
off; string and numeric options are assigned via the form ‘set option=value’.
More than one parameter may be given to set ; parameters are interpreted left-to-right.
shell abbr: sh
A new shell is created. When it terminates, editing resumes.
source file ' abbr: so
Reads and executes commands from the specified file. Source commands may be
nested.
(., .) substitute /pat/repl/ options count flags abbr: s
On each specified line, the first instance of pattern pat is replaced by replacement pattern
repl. If the global indicator option character ‘g’ appears, then all instances are substituted;
if the confirm indication character ‘c’ appears, then before each substitution, the line to be
substituted is typed with the string to be substituted marked with ‘' characters. Type a 'y’

to cause the substitution to be performed; any other input causes no change to take place.
After a substitute the current line is the last line substituted.

Lines may be split by substituting new-line characters into them. The newline in rep/ must
be escaped by preceding it with a \". Other metacharacters available in pat and rep/ are
described below.

(., .) substitute options count flags abbr: s

If pat and repl are omitted, then the last substitution is repeated. This is a synonym for
the & command.

(.,.)taddrflags
The t command is a synonym for copy .
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ta tag

The focus of editing switches to the location of tag, switching to a different line in the
current file where it is defined, or if necessary to another file.{

The tags file is normally created by a program such as ctags, and consists of a number of
lines with three fields separated by blanks or tabs. The first field gives the name of the tag,
the second the name of the file where the tag resides, and the third gives an addressing
form that the editor uses to find the tag; this field is usually a contextual scan using ‘/pat/’
to be immune to minor changes in the file. Such scans are always performed as if
nomagic were set.

The tag names in the tags file must be sorted alphabetically.
abbr: u

Reverses the changes made in the buffer by the last buffer editing command. Note <ns1:XMLFault xmlns:ns1="http://cxf.apache.org/bindings/xformat"><ns1:faultstring xmlns:ns1="http://cxf.apache.org/bindings/xformat">java.lang.OutOfMemoryError: Java heap space</ns1:faultstring></ns1:XMLFault>